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[bookmark: _GoBack]Main data manipulations
Importing the data to R might not be enough to start analysis. The data might not be in a suitable shape. For example, data about animals and environmental parameters of their habitats might be in separate tables. Furthermore, repeated measurements of an individual may be in different columns, but we might need them all in one column.
R is a free software to which every user may contribute (and distribute their work as packages to other users). Accordingly there are lots and lots of sets of functions for reshaping data. Base R and packages reshape2, plyr and dplyr all have their own vision of comfortable data manipulations. In this material we mostly examine the possibilities of the base R, although everything could certainly be done in e.g. the dplyr framework.
Adding a new variable to data frame
Consider the data in file testdata.txt from the previous practice session. As a reminder: copy the following lines (including the last empty line!) to Notepad and save it as testdata.
name,sex,weight
Mark,male,85
Mati,male,100
Kati,female,60
Mari,female,75

Read it into R (see the material of previous practice session), to data frame testdata.
Adding heights of these people can be done like this:
testdata$height <- c(174, 180, 169, 165)
Exercise
Calculate and save the body mass index to variable bmi.
Joining two data frames
Suppose the hands and feet of these people are also measured, and the lengths are in another data frame. We want to study association between limb length and body weight. Create the following data (e.g. copy-paste to Notepad, save as file, read into R) with name limblength.
name,limb,limblength
Mark,hand,73
Mari,hand,70
Mark,leg,100
Mari,leg,100
Kati,leg,95
Karl,leg,101

Notice that we don’t have any limb measurements from Mati. Instead we have succeeded in measuring the leg of Karl, whose height and weight are missing.
Joining two data frames need common key variables, which would allow matching rows in one table with rows in the other. The variable name is suitable, as it is present in both data frames and it clearly indicates which rows in the table testdata correspond to which rows in the table limblength.
Joining two data frames is performed by the function merge. It needs to be told which data frames should be joined. It is also good to make it clear what is the key variable to perform joining by. As always, it is good to save the result.
joined <- merge(testdata, limblength, by="name")
Let’s examine the result.
> joined
  name  sex    weight height limb limblength
1 Kati  female 60     169    leg  95
2 Mari  female 75     165    hand 70
3 Mari  female 75     165    leg  100
4 Mark  male   85     174    hand 73
5 Mark  male   85     174    leg  100
By default, only those rows are retained in the joined table which were present in both of the parent tables. Mati and Karl are both missing. If we wish to see all people in the testdata (e.g. to see who did not provide any limb measurements) then we need to specify it.
joined2 <- merge(testdata, limblength, by="name", all.x=T)
The result now:
> joined2
  name  sex    weight height limb limblength
1 Kati  female 60     169    leg  95
2 Mari  female 75     165    hand 70
3 Mari  female 75     165    leg  100
4 Mark  male   85     174    hand 73
5 Mark  male   85     174    leg  100
6 Mati  male   100    180    <NA> NA
NA means missing values in R (Not Available).
By analogy you might guess what merge(testdata, limblength, by="name", all.y=T) does.
Summaries by factor levels
We might wish to calculate the mean weights by sex, or the mean lengths of hands and legs by sex. tapply is the function for that. It needs three inputs: 
1. numeric variable to summarize (a numeric vector)
2. factors (one or more) which define the groups to summarize (it should be a factor variable or character vector, or a list of these, see example below)
3. the summarizing function
For example, mean weights by sex:
tapply(testdata$weight, testdata$sex, mean)
Mean lengths of hands and legs by sex:
tapply(joined$limblength, list(joined$sex, joined$limb), mean)
for-cycle
R looks rather like as a programming language. As appropriate for every programming language, it has for cycle. Let’s just present a few syntax examples here without providing explicit use cases yet:
for (i in 1:nrow(joined)) {
   print(i)
}
Try out what the bold expression in the first row of the previous script does on its own:
1:nrow(joined)
It is not very surprising that nrow(joined) returns the number of rows of joined. However, it might be surprising that colon creates sequences of consecutive integers (from : to).
Another example of diversity:
for (fish in c("roach", "herring", "salmon")) {print(fish)}
Creating new functions
We need to calculate coefficients of variation of height by sex. It seems like another good use for tapply. However, we don’t recall the name of the function to calculate coefficient of variation… No problem, since we can write it on our own. The scheme:
name of new function = function (inputs) {
   what the function does
   return(the result of the function)
}
For example, a function to calculate coefficient of variation might look like this:
cv <- function(x) {
   return( sd(x) / mean(x) )
}
Now we can use our new function inside another function:
tapply(testdata$height, testdata$sex, cv)
Wide and long shape
Especially repeated measurements data can often be found in either long or wide shape. Wide table has one row for each measured individual. For example, the repeated measurements homework data of this course might look like this:
individual treatment   time1   time2   time3   time4
         1     snail       1       5       4       3
         2     snail       1       5       4       2
         3     snail       2       4       4       2
         4   nosnail       3       1       2       3
         5   nosnail       3       1       1       3
         6   nosnail       4       2       2       5
Wide shape looks more compact and human-readable. However, computers are often fond of the long shape and need it for their analyses. Long tables have each measurement on a separate row. The repeated measurements homework data is originally in long shape.
There are numerous functions to reshape data from wide to long format and back. One such function is reshape.
Long -> wide
To get our limblength data to wide format, we should proceed as follows:
limbs.wide <- reshape(
  limblength, # the data to reshape
  direction = "wide", # the direction of reshaping
  idvar = c("nimi"), # individual-specific variables
  timevar = "jäse" # levels of this factor will form columns
)
Exercise
Reshape the previously mentioned repeated measurements data repedata18a.xls to wide shape.
Wide -> long
To “melt” data to long shape, we’ll use the function melt from package reshape2. We should load the package first:
library(reshape2)
Then we should handle our testdata like this:
testdata.long <- melt(
  testdata, # data frame to melt
  id.vars = c("name", "sex"), # individual-specific var.-s
  variable.name = "variable", # previous var. names go here
  value.name="value" # values go here
)
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