Using Statistics in Ecology

Lecture 1. Introduction. Descriptive statistics.

Written by Toomas Tammaru in February in 2002, text modified in autumns 2006-2014; translated from Estonian in 2018, slightly edited 2019; consulted by Ants Kaasik

Why do we need statistics (especially) in biology? Even if biological objects mostly form distinct groups, the objects are never identical. For example, two field voles are never exactly the same because every individual has a different genotype, and has experienced different ontogenetic development. Neither are the organs of field voles (e.g. ovaries)  never identical, different field vole populations far less so. Nevertheless, in biology, we typically want to make general conclusions (e.g. about the species) and not so much about a particular individual (ovary, population). However, we can explore only a limited number of individuals of the species, not all of them. The variation among the studied individuals (or other objects) is exactly what makes it difficult to draw conclusions about the species. This is why statistics is needed: to see through the cloud of individual differences and make justified conclusions about the entire groups (species).
Biology differs significantly from physics and chemistry, in which study objects can be considered identical in various contexts. For instance, when we want to examine the reaction between one mole of sulphuric acid and two moles of sodium hydroxide (e.g. to determine how much heat will be released), there is no reason to assume that one jar of the purified substance would react differently than another. Sulphuric acid is sulphuric acid and individual differences between the two jars are not involved. In this case, we can perform just one measurement and if we succeed, we can draw our conclusions. Yet, the situation is different when we want to study whether mice pups grow better when eating cabbage or when eating carrot. In this case, feeding one pup carrots and the other one cabbages and measuring which one grows better would not be sufficient – the one who grew better could have done so for reasons other than food, due to the afore-mentioned individual differences of biological objects. For example, the difference in growth rate could have originated from the genetic differences among the pups, or form their past experience – e.g. one of the pups might have starved at a younger age.

It is intuitively clear that – to make sure how two different vegetables affect the growth of mice pups – as many pups as possible must be involved in the experiment. The more pups involved, the more certainty we have. This allows us to see “general patterns” behind individual differences which are inevitably present. 

The goal of mathematical statistics is to make our intuition strict. In other words, statistics will help us estimate how many pups must be tested and how firmly we can claim something based on any particular number of pups studied. The level of certainty cam be expressed numerically! In the following section, this idea will be formalized.

The mice pups included in the study (tested, measured) form a sample. Sample size (number of objects in the sample) is typically noted by the letter n or N. All mice individuals we want to draw inferences on (e.g. all the field mice in the world) form a population (the use of the term ‘population’ in biology is different!). We want to make conclusions about the whole population but we can study only a small part of it – a sample. Statistics tells us what we can conclude about the population based on the analysed sample and what we cannot.

Let’s begin with describing. First, the sample has to be described. Next, we need to think how we can describe the population based on our sample. 

A sample comprises many objects, e.g. mice. We can measure some variables (traits) of every object. Variables can be continuous or discrete. Continuous variables can take on infinitely many values (at least at certain ranges), for example, height and weight are continuous variables. Discrete (i.e. categorical) variables can take on only a limited number of concrete values, for example the variable “sex” can take on values “female” and “male”. The variable values measured from a sample form a (sample) distribution. 


It is easy to characterize the distribution of discrete variables: we just need to count the number of females and males, for example, and that is it. In the case of a binary distribution, we have only two possible values, as in the previous example, but there can be distributions with more than two possible values. For example, flowers of a particular plant species can be red, white or blue. To characterize the trait distribution of our sample we just need to count differently coloured flowers.  


As to continuous variables, the situation is more complex but also more interesting. The easiest way to graphically describe a distribution would be plotting the measured values on a number line. However, this kind of approach is not very illustrative. For a better presentation, values can be divided into series of intervals (bins) and the number of observations within each interval can be indicated as the bar height, this will result in a histogram.


The abstraction of a histogram is a density function. Such line can be approached by increasing (even if notionally) the number of observations and decreasing the length of intervals determining the histogram bars. The density function allows us to calculate how large a proportion of observations falls within a particular range of values. Since continuous functions are easy to operate with in mathematics (to prove some thing or another), using a continuous function to characterize a distribution is especially useful in the theory of statistics. Look at the blackboard, or if you missed the lecture, at your course mate’s lecture notes!


The most frequently considered continuous distribution is the normal distribution which has a bell-shaped density function (look at the blackboard). Nevertheless, it is important to note that not all similar distributions are normal distributions. The density function of a normal distribution is still a specific mathematical function with its specific equation; many other functions may also have graphs with qualitatively similar shapes. 

A normal distribution is formed when the values of a particular variable are affected by a high number of factors and the effect of each factor is very small (as it is typical in living nature). In fact, normal distribution is a theoretical abstraction – nothing is exactly normally distributed in nature, one reason being that the tails of a normal distribution reach infinity. If the body weight of bears was exactly normally distributed, then, with a certain probability, it would be possible that bears with negative weight and bears who weigh more than ten tons occur in nature. However, many traits are approximately normally distributed in the nature, which is sufficient in practice (we will see later why should we compare our distributions to a normal distribution).

In the following paragraphs we will focus on how to describe continuous distributions.

A distribution is characterized by:

· the mean value and other analogous characteristics (in the mathematical statistics all kind of values that characterize a sample or a relationships are called statistics);

· statistics that describe variation;

· statistics that describe more complex attributes of a distribution.
Various “averages”
or, in other words, there are several ways how to define the central point of a distribution.
(Sample) mean (the term true or population mean is used when talking about the population) should not need any comments: first you need to sum all measurements and then divide the sum by the number of observations, i.e. this represents the ordinary arithmetical mean of observations.

The median is the value of the studied variable separating the higher half from the lower half of the sample: there are as many objects with the value lower than the median as there are objects with the value higher than the median. 

The mode is the value which appears most often.

The mean, the median and the mode coincide in case of a unimodal symmetrical distribution (e.g. normal distribution), but this might not be so when the distribution is asymmetrical.
Example (look at the blackboard): the income in country X has an asymmetrical distribution with a long right tail. Mind that an inhabitant earns on average (mean) more salary than an average inhabitant (median), a typical inhabitant may earn even less than an average inhabitant (mode). 

Each of these “averages” has its own specific interpretation. All three types of averages can and should be used where appropriate (according to the situation). It is important to decide what exactly do we need to know and tell and which of these averages would give the adequate answer to our question. For example, the median is supposedly wise to use to estimate people’s life quality (i.e. how well is the average inhabitant living). Some frightfully rich people will not have any impact on the median (but they would have if the arithmetic mean would be used). Next, to find out how much tax money local government will receive per inhabitant, we should be interested in the mean value (and here the rich guys do matter!). Lastly, the mode of e.g. body height should be estimated when buying park benches – to find out the optimal height of benches, suitable for as many people as possible.

The mean, the median and the mode of the sample are the best estimates of respective statistics of population that can be made based on the studied sample. If a sample mean is 2.7 then the best estimate on a population (or true) mean is also 2.7 – there is no reason to assume that the sample mean would systematically over- or underestimate the population mean. This may sound a bit trivial or pointless at the moment, but we will soon see that for example in the case of variance it is not like this – the sample variance is not the best estimate of the population variance.

Beside the averages, we are also interested how single observations are distributed around the average, i.e. we are interested in the
measures of spread (or variability)
that characterize how wide is the trait value range in which the objects in the study sample are distributed. There are multiple ways to quantify (and mathematically express) the extent of spread (just as there were many ways to define averages). Every measure of spread has its pros and cons. 

The central measure of the spread is variance. The sample variance is defined as
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In this equation, xi is a particular observation (N indicates how many observations were there in the sample, i is the number of each observation), μ indicates sample mean.

However, the variance that is estimated for the entire population is a bit different:
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Note that sample variance slightly underestimates population variance (i.e. it is not the best estimate). Nevertheless, this can be easily corrected and the difference becomes insignificant at large sample sizes. In any case, with this equation we have touched the core of statistics – drawing conclusion about a population based on a sample. 

One important remark: to be able to make unbiased conclusions about a population, based on a sample, the sample must be selected randomly from the population. In other words, if we want to claim something about the entire field vole population of Estonia, we need to catch the voles randomly across the entire country. If we catch the voles only on Saaremaa island, we can draw conclusions only about the voles inhabiting Saaremaa. 

Back to the topic. Note that the unit of variance is not the same as the unit of the variable itself: look at the equation, x is squared! For example, if the length of a fish is measured in meters, the variable variance is measured in square meters. Hence, it is not possible to use variance in ± type expressions as the measure of spread because only the quantities having same units can be summed and subtracted. Similarly, it is not possible to show the variance on a graph (or if to do so, it would be very strange).

But why then to use the variance if it is so inconvenient? This measure of spread has other pleasant attributes which can be used in statistical operations. One of these attributes is definitely additivity, i.e. it is possible to partition variance into components and all these components will form the total variance [at certain conditions (if variables are uncorrelated), but at the moment we are not going into it]. When using the variance as the measure of spread, we can say that the X percentage of the variation is attributable to factor A and Y percentage of the variation is attributable to factor B. For example, let’s imagine that the variation in potato yield among the farms is 20% attributable to the differences in fertilisation, 20% to the variation in weather and 60% to the attitude of the farmers. Mind that we are not taking about how much of the variable value (potato yield) is attributable to certain factor, we are talking about its variance. The analysis of variance, as well as, for example, quantitative genetics is based on partitioning the variance into its components (see next lectures).
	fish
	head
	body
	tail
	total

	1
	3
	8
	4
	15

	2
	4
	7
	4
	15

	3
	5
	10
	4
	19

	4
	6
	7
	4
	17

	5
	7
	8
	4
	19

	var
	2
	1.2
	0
	3.2

	%
	62.5%
	37.5%
	0
	100%


Example. The total fish length is obtained by summing the lengths of fish head, body and tail.  We see that the variance of fish head, body and tail sum to the variance of total fish length, just like the values of different fish parts will sum to the total length. Standard deviation and other statistics do not have such property of additivity. The components of variance can be expressed in percentages. 
Standard deviation (SD) is a square root of the variance. Consequently, the advantage of standard deviation is that it is measured in the same units as the variable and can be added to the trait value ± and plotted on the graph. Note that by increasing standard deviation n times, the variance increases n-squared times, i.e. by increasing SD three times, the variance increases nine times. Therefore, it is important to specify what is actually meant if variation is said to be X times larger. Yet how to visualise the extent of variation at different values of standard deviation? In the case of the normal distribution, 68% of the observations fall between the limits of (sample mean minus one standard deviation) and (sample mean plus one standard deviation) – look at the blackboard! Hence, nearly one third of the observations are located at the distance more than one standard deviation from the sample mean. Therefore, if sunflowers are, according to a plant key, 3±1 m tall and the reported measure of spread is standard deviation (hopefully the author of the book has clearly stated this), then finding a sunflower that is 4.1 m tall would not be a ground-breaking discovery: 16% of the sunflowers are taller than 4 meters. 


The coefficient of variation (CV) is the standard deviation of a variable divided by its mean. This statistic enables to compare the relative variability of different variables and can be expressed as percentages. For instance, it can be said that the nitrogen content of potato tubers (CV=26%) varied more than the weight of tubers (CV=17%).
Quantiles (fractiles) are analogous to the previously mentioned median, i.e. the median is the 50% quantile. Quantiles are the variable values that have a certain percent of the sample on both sides; 25% and 75% quantiles are called quartiles. By using quartiles, we can characterize asymmetrical distributions and the asymmetry of a distribution. That is because the distances from the sample mean (or median) to 75% quartile and to 25% quartile can be different. Hence, we will have two different values and their difference (i.e. quartile’s distance from the median) characterises asymmetry [using ± SD to characterize variability we rely on only one value (the SD) assumed to apply in both directions]. In case of normal distribution, mean ± SD can be interpreted in terms of quantiles (68% of the observations fall within that range), but in general there is no direct relationship between the quantiles and standard deviation. 

It is important to note that the values of previously mentioned measures of spread are not systematically dependent on the sample size. Of course, the larger the sample size, the more accurate the estimates will be, but there is no tendency that the values will increase or decrease with sample size increasing (compare with the other statistics below when this is not the case).

Some statistics (parameters) characterize how accurate are our estimations of population mean. Those statistics are similar to but still essentially different from the measures of spread. They are not meant to characterize variability in a population, but they do depend on that. 

The standard error (SE), or more fully. the standard error of a sample mean is calculated as SD/√n (standard deviation divided by square root of sample size). Standard error is a standard deviation in a new population that is generated by repeated sampling of the original population (sample size is constant) and recording of the sample means. Hence, standard error is the standard deviation of hypothetical sample means – this formal definition will not be asked at the exam. Nevertheless, standard error estimates how accurate is our knowledge about the population mean. The more accurate our knowledge is, the lower the standard error. Hence, the SE depends on a) population variance; b) sample size. The greater the sample size, the lower the SE. With increasing sample size, SE approaches to zero. This is an important difference from SD.
The confidence interval of the mean is analogous to SE but this (more complicatedly calculated) quantity has a more straightforward interpretation. Its definition is simple: if the real mean would lie outside the confidence interval, then the probability to obtain the sample with the observed mean would be less than a certain predetermined value. Typically, 95% confidence intervals are used, i.e. by drawing a confidence interval around the sample mean, we denote the range of values within which the population mean is very likely to lie (NB this is the core of statistics – drawing conclusions about a population based on a sample). In other words, we can also say that the real population mean likely lies within the confidence interval and not outside of it. If sample sizes are large, the range mean ± SE (i.e. one standard error to both sides of the mean) approaches the 68% confidence interval. Hence, this ± SE range is substantially narrower than the 95% confidence interval. The confidence interval is symmetric with respect to the sample mean and, of course, the larger the sample size, the narrower is the confidence interval – the more we know about the population.
Once again the moral: SE and confidence intervals characterize our knowledge about the population mean, they are not meant to describe the variability in a population.

Reporting the measures of spread

It is common and normally required in the scientific literature that the averages (and other parameters of sample or population estimates) are reported together with the measures of spread; within the text, ± sign is typically used for this, whereas error bars are used on graphs. It should be clear by now that it is always important to state (for instance and especially in the table headings and figure legends) which particular statistic is reported (most often SD or SE) as this is not self-evident. 

The SD is used if we want to describe variation, whereas SE is used to report and compare the means. The standard errors on bar plots provide a quick preliminary overview if the differences might be statistically significant (see next lecture) – the difference is significant if the standard errors, multiplied by ca 1.3, do not overlap; if they do overlap, there is no significant difference. Of course, such visual examination does not replace appropriate tests (see next lecture), but it is good enough to get a first idea. 

If the distribution is strongly asymmetrical, the quantiles, for example, should be preferred over the symmetrical measures of spread, especially if ± SD exceeds the reasonable limit at one side. This can easily happen in case of an asymmetrical distribution: for instance, while studying the parasitism rate (percentage) in different insect populations, then the situation of 0.2 0.1 0.1 0.1 0.9 0.8 (six values measured) will get us 0.3±0.37 (SD), consequently, the minus side of the SD falls below zero, which is not a meaningful value in this context. When reporting quantiles, use the median and not the mean to report the average: it fits better with quantiles; after all, the median is a quantile itself.


Box plot is an appropriate solution if multiple measures of spread have to be presented. The upper and lower limits of the box could, for example, denote standard errors, and the whiskers may stand for standard deviation. In case of a symmetrical distribution, there is no urgent need to add the mean to the figure, it is in the middle anyway. In case of an asymmetrical distribution, quantiles should be used (e.g. 25% and 75% will be box borders and 90% whiskers). Here, the median should be indicated (e.g. by a line) as it is not always in the middle. In any case, it must be told to the reader which statistics do the elements of a box plot represent. 

The ordinary bar plots are preferred over box plots when the proportional comparisons among the group means (not the difference among groups) need to be illustrated, i.e. it is important to indicate how far the mean values lie from the zero line.
Besides the averages and indices of spread, distributions also have more complex properties.
The statistic skewness characterises the asymmetry of a distribution. The skewness of a symmetrical distribution (e.g. normal distribution) is zero. Skewness is positive if long tail goes to the right (towards the greater values), whereas long left tail indicates the negative skewness.

The kurtosis of a distribution tells us how pointed the distribution is (or describes the “tailedness” of the distribution). The kurtosis of a normal distribution is zero. If a distribution has a sharp peak, the kurtosis is positive, whereas a flat-topped distribution has a negative kurtosis (look at the blackboard).
************************end of story****************************************
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