Using Statistics in Ecology

Lecture 10. Autocorrelations in time and space

Written by Toomas Tammaru in 2002-2012, co-authored by Ants Kaasik; considerably developed in 2013, less so in 2016-2019, translated from Estonian in 2018

Time series. Autocorrelation in time
Time series are formed when the values of a particular trait of a particular study object have been measured over a long period of time, i.e., at large number of discrete time points. The change in the values over time is (usually) described by a zig-zag line (see the blackboard). Time series are characterised by the following parameters:

- a trend (i.e., a directional change) occurs when the values, on average, either increase or decrease over time;

- periodicity occurs when peaks and valleys alternate regularly;

- autocorrelation;

Autocorrelation is a correlation in a data set which consists of the values of the focal trait at different time points. On one axis there are values of the focal trait at time point t, and on the other axis, the values of the trait at the time point t+k. Thus, each trait value paired with its value after k units of time represents one data point in the data cloud (see the blackboard or, if you were absent, your classmates’ lecture notes, this is not easy to explain verbally!). In other words, we will build a correlation plot in which each value of the time series is appears twice – firstly, on x-axis, so that it corresponds to the value of the variable after k units of time on the y-axis; secondly, on y-axis, so that its value corresponds to the value of the variable k units of time ago (which is on the x-axis). Autocorrelation (the values are between +1 and -1, like for any correlation) tells us how similar neighbouring data points are to each other. Put differently, it shows whether the value measured – let it be larger than average – is more likely to be followed in the time series by a value larger, or smaller than average after k units of time. If larger, then we have a positive autocorrelation and the time series will stay at one side of the long-term average for a long time (that is, it has large inertia), look at the blackboard! In case of a negative autocorrelation, the values move up and down around the average more often than they would do so by chance. Please note that a sample can be characterized by more than one autocorrelation value – autocorrelation can be calculated for each sensible value of k (time lag). Please also note, just in case, that autocorrelation and trend are not the same thing, whereas periodicity and autocorrelation are closely related.

A correlogram presents autocorrelation as a function of the time lag k (look at the blackboard: the time lag k is on the x-axis; the autocorrelation value ranging from +1 to -1 is on the y-axis, and .ppt file), thus we can see how the autocorrelation value depends on the time lag k. Normally, when k increases, autocorrelation approaches zero – the values far from each other in time are not related to each other in any way. Periodicity, too, can be seen on a correlogram: in this case, negative and positive autocorrelations alternate.

Unfortunately, time series analysis is most often used for forecasting – i.e., those analysing the time series try to identify regularities in the time series (how the next value depends on the previous ones: this is what autocorrelations show) and to predict the forthcoming values based on that. An obvious use is in economics where knowing stock exchange rates for the next day is awfully important. In ecology, however, we are not so much interested in forecasting, we are more interested in finding out how two time series are related, for example how the dynamics of prey abundance is related to the dynamics of predators. We may want to know how the abundance of foxes affects the abundance of rabbits at a location where the population size of both species has been studied for 100 years. Since the theory of time series is focused on forecasting, it is not easy to find tutorials for such methods. Nevertheless we will discuss the issue further below.


Firstly, an important thing for every ecologist to understand – if our observations form a part of an autocorrelated time series, then they must not be considered as independent observations, for example in regression analysis (especially not if we are testing something, i.e., finding p-values). The stronger the autocorrelation, the bigger the problem. By doing so (i.e. wrongly, as explained above) we can easily find a correlation between fly abundance and a stock market index (see the .ppt file, and look at the blackboard): when two time series are strongly autocorrelated (have strong inertia), then an awful lot of wonderful relationships can be found by comparing suitably chosen parts of time series. In more formal terms, the problem lies in overestimating the degrees of freedom (the same problem we talked about in case of repeated measures ANOVAs): in case of autocorrelation we do not have as many independent observations as there are data points. The data points depend on each other due to autocorrelation,. i.e., we are dealing with a pseudoreplication which is a bad thing as we already know. Another problem here is the unknown extent of pseudoreplication: every data point in an autocorrelated time series is not independent from the previous data point, but still adds some independent information about the relationship under study.


One way to solve the problem is to transform the data to reduce the amount of autocorrelation in the dependent variable. An easy technique is to analyse the differences (the value at time point t+1 minus the value at time point t) in the dependent variable instead of the raw values of the dependent variable. For example, population size of an animal is certainly a strongly positively autocorrelated variable – population size cannot change (cannot increase, at least) very fast, population numbers in the years following each other are usually not very different. A difference, i.e. a (yearly) change in population size, however, is certainly a less autocorrelated variable since population growth may easily be positive one year and negative another year. Nevertheless, even if the autocorrelation (in time) of the changes in the size of a bacterial population size can indeed be zero, it is hardly so in case of long-living mammals: the growth of a population of mammals is affected by its age structure at the moment (how many young animals, how many old ones) which is not very different from the age structure a year ago. In any case, we have all the reasons to believe that autocorrelation in time is a substantially less problematic issue when we study the dependence of the changes in prey numbers on predator numbers instead of the dependence of the “raw values” of prey on predator numbers.


Another way to approach the problem is to construct a statistical model which explicitly takes autocorrelation into account. In this case, the value of the dependent variable (for example, hare abundance) at a certain time point is explained by both the neighbouring values in the time series and the relevant values of the independent variable. In analysing the model, it is asked whether the neighbouring values have an effect (which proves the existence of autocorrelation) and whether, in addition to that, the values of the independent variable (for example, fox abundance) have an effect. The absence of autocorrelation in the residuals of that model proves that autocorrelation has been taken into account properly, and the test results based on such models can be taken seriously. Please have a look at the example at the end of the text!


Another bad thing with using time series analyses in ecology is that we should have at least 50 observations to carry out these analyses, less than 50 are of no use: autocorrelation estimates based on shorter series have too large errors. Ecologists seldom have time series that long (when the recording interval is one year, as it is often the case in ecology), except for data sets like national survey data. It is not easy to study something for so long by ourselves.

Autocorrelation in space. Spatial regressioon
Similar to single observations being autocorrelated in time, observations can also be autocorrelated in space (spatial autocorrelation, SAC). For ecologists, the space in question is primarily landscape. The points closer to each other in space have values (of the study variable) more similar than the points farther from each other (positive autocorrelation), see Tobler’s law (https://en.wikipedia.org/wiki/Tobler%27s_first_law_of_geography). Again it can be said that the variable values have inertia – they are not able to change very fast in space.
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	An example of spatial autocorrelation. The height of 25 fir trees is measured (the number next to a point denotes height). We can see that trees closer to each other are more similar in height than trees in the forest patch in average – the variable „tree height“ exhibits positive spatial autocorrelation. There are areas where trees are taller than average, and areas where the trees are shorter than average. Negative spatial autocorrelation is certainly rarer in ecology, but still possible, for example in the same variable, the tree height: the oak trees growing very close to a big oak tree are more likely to be low because there is not enough light/water to grow large next to big trees.


In principle, autocorrelation in space can be quantitatively expressed in the same way as autocorrelation in time (i.e., ordinary correlation among the point values separated by the distance k), despite the situation being now two-dimensional (compared to the one-dimensional time axis; of course, one can be interested in three-dimensional space also…). This correlation can take values from -1 to +1; if there is no spatial pattern, the autocorrelation will be zero.


A problem however arises from all neighbouring observations not being separated by a fixed distance in a landscape (distances between trees for example are continuous and cannot be chosen by the observer). This in contrast to time series in which observations can easily be separated by a fixed time lag, for example, a year. Thus, only one pair of observations may exist for each particular value of k and we cannot make a correlogram for the „space lag“ k as we made it for the time lag (see above). Therefore, a somewhat different approach is used to describe spatial autocorrelation, namely


a statistic called the Moran’s I is calculated. This approach still includes the concept of „space lag“ k, but in case of Moran’s I the value of k is a threshold value: neighbouring values closer than k are considered as being located „close“, the values farther than k are considered being located „far away“. For each (focal) point, the similarity (to the focal point) of the points which are closer the focal point than k units is compared to the similarity of all points. Based on these data Moran’s I is be calculated: the more similar are the points located “close” (distance less than k) to each other compared to the points “far” (distance more than k) from each other, the larger is the value of I. Scaling is again performed so that maximal spatial autocorrelation corresponds to the I value equal to 1, and I=0 corresponds to no autocorrelation. The dependence of autocorrelation values on the “space lag” k is shown on the respective correlogram. We can see two things on the correlogram: 1) how strong the autocorrelation is (what is the largest I value in case of small distances); 2) the spatial scale at which autocorrelation is observed (how fast I approaches to zero with increasing distance, i.e., how big are the islets of large and small values); see the picture:
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The story so far was about how to describe spatial autocorrelation (SAC); from now on we will discuss how to analyse data containing SAC.


Typically, the situation is as follows: the dependent variable, as well as the independent variable(s) have been measured in many locations on the landscape. For example we may want to examine how the growth rate of larvae (the dependent variable) depends on host plant quality and average daily temperature (now, the larvae are growing on living host plants in a grassland, not in jars in the lab as in our previous examples). In this case, spatial autocorrelation can be assumed to be present in all three variables, in the dependent variable (growth rate) as well as in both independent variables (temperature and plant quality; SAC in temperature arises probably due to topography and SAC in plant quality due to patchiness in soil moisture or nitrogen content).


The situation is thus analogous to the situation explained above, in which we talked about temporal autocorrelation and that we can overestimate the degrees of freedom because of autocorrelation, and that autocorrelated data should not be analysed in the “ordinary way”. In principle, the same problem is present also in case of spatial autocorrelation: pseudoreplication may occur, variable values change in space with inertia, and we may find spurious correlations due to this inertia. 


Problems that arise from spatial autocorrelation are usually not as serious as pseudoreplication in time series, at least not in conventional ecological situations. This is because similarity in the values of the dependent variable characterising neighbouring points is rarely a result of a causal relationships between these values. (There can be exceptions though: e.g. when studying population densities of mobile animals, see below). Therefore, spatial autocorrelation in the dependent variable arises usually as a consequence of autocorrelations in independent variables. As an example, in case of time series, population size may be autocorrelated as a dependent variable due to strong “internal inertia”. This is because population size at a certain time point depends causally on its value some time ago. In contrast, when we study larval growth rate, then the values of this variable cannot causally depend on the growth rate of another larva 100m away in any way, the growth rate of each larva is determined in situ by environmental factors that effect it causally. If so, then the growth rate of each individual larva still represents an independent data point for the analysis, and pseudoreplication is not a problem if analyses are performed correctly (next paragraph).


When SAC in the dependent variable is present only because of its presence in the independent variables, it is possible to remove it by including (in the model) these independent variables that cause this SAC. If we are successful, we will see no SAC in the model residuals. If this situation is achieved, the data can be analysed using the methods for ordinary multiple regression (each larva is an individual data point) and the „spatiality“ of the data is not a problem any more.


If SAC will still be present in the model residuals, it can be so because we have not included all relevant, spatially autocorrelated, independent variables in the model. This can happen either because we did not realize that they are relevant in this context (earthworm density) or because we were not able to measure them (community of endophytic fungi in plant leaves). Adding new independent variables into the model, as well as performing the analysis using another scaling to express the variables (e.g., square meters vs. hectares) can help. On the other hand, nevertheless, “internal inertia” that cannot be removed by adding independent variables into the model can be present in case of spatial variability as well. For example, abundance of a certain species of butterflies in a forest clearing may be affected the abundance of the species in a neighbouring clearing just because butterflies move between clearings. Therefore, the individuals of some species can be found (= the variable „population density“ is not zero) also in habitats where they are not able to form permanent populations – just because suitable habitat is sufficiently close. 

If removing SAC from the residuals using above-mentioned techniques is unsuccessful, specific methods to analyse spatial data must be used (spatial regression). One way to perform such an analysis is based on the idea that SAC will be removed computationally from the dependent variable by using relevant transformations (compare it to calculating differences in time series, that is also a transformation that removes autocorrelation). Secondly, a statistical model that explicitly takes into account autocorrelation can be constructed. Thus the value of the dependent variable at a certain time point is explained by its neighbouring values (this dependence arises from autocorrelation), as well as by the values of the independent variables. Again, the criterion of the successful model is the absence of SAC in its residuals (please see Example 2 below). Such analyses have several alternative versions based on slightly different assumptions and approaches. For example, spatial autocorrelation can be taken into account either in the dependent variable only, or together with SAC in the independent ones, autocorrelations can be estimated based on the data set being analysed, or on the information obtained elsewhere, assumptions about the function of the SAC decrease as distance increases can be varied. General statistics software packages (such as R and SAS), as well as specific programs (for ex. SAM: http://www.ecoevol.ufg.br/sam/) include options for many of these possibilities. For those who will study the relationships among spatial variables, it is of course essential to familiarise themselves with the field.

Examples follow:

Example 1: analysis of time series. We examine whether hare abundance depends on fox abundance, the abundance of both species has been measured at the same place for 100 years.

[image: image3.emf]
Here (above) is the distribution of observations without accounting for time. Correlation is -0.27 and the correlation coefficient is statistically significantly different from zero (p=0.006). But since the values of both variables come from time series, the results of the ordinary analysis (that considers each point as an independent observation) cannot be trusted.
[image: image4.emf]
Here are the time series for both variables (above). It seems that there is no autocorrelation in fox abundance but it occurs in hare abundance. It would be reasonable to check this.

[image: image5.emf]
The correlogram depicted here (above) proves our suspicion (the autocorrelation estimate (vertical lines on the graph) should remain within blue confidence limits if autocorrelation with the respective time lag is not statistically significant). The autocorrelation for hares with the time lag 1 year is statistically significant. Thus, using ordinary correlation is not justified. In principle, it is still possible that autocorrelation will disappear from the residuals when we run a linear model (that is, we run an analysis in which hare abundance is explained by fox abundance, calculate the residuals and check for autocorrelation in the time series of the residuals). If it disappears, everything will be OK. Let’s try.

Output of the analysis:

            
Slope 
SE 


t 
 
p

Foxes

-0.3645   0.1289  

-2.828  
0.00567 **
Negative relationship exists according to the linear model, but are the assumptions met?
[image: image6.emf]
We can see (above) that autocorrelation has not disappeared from the time series of the residuals.

We must thus use a more complex model which explicitly accounts for autocorrelation. Ordinary autocorrelation structure (AR1; the correlation of two adjacent residuals is a constant other than zero) is then used. Model output is as follows:

Output of the analysis:

            
Slope 
SE 


t 
 
p

Foxes

-0.2602   0.1038  

-2.506  
0.0139
[image: image7.emf]
The figure (correlogram, above) shows that autocorrelation has disappeared from the residuals. We can therefore trust the output of the model (incl. p-values). Fox abundance does affect hare abundance.

Example 2: application of spatial regression in the analysis of made-up data (again, larval growth rate on a grassland depends on temperature and plant quality)
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	All variables have been measured on a 12x12 grid in a landscape, the size of a plot is 100m x 100m. The graph shows the spatial distribution of the dependent variable, larval growth rate. Darker red colour denotes faster growth, darker blue colour slower growth. Blue and red values cluster, there is obviously SAC in the data.
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	The independent variable, temperature: is it autocorrelated?
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	The independent variable, temperature, is obviously strongly autocorrelated.
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	Ordinary regression analysis was performed, in which growth rate was explained by temperature and plant quality. The results:
[image: image12.emf]
But the figure shows that the residuals are autocorrelated!
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	The same can be seen on the correlogram of the residuals. Black dots denote statistically significant relationships.
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	Here is the same analysis using spatial regression methods:
[image: image15.emf]
And the graph of residuals shows that we have got rid of autocorrelation, more or less.
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	This is confirmed also by the respective correlogram.
Therefore, the effects of temperature and host plant quality on the larval growth rate were confirmed; this time the conclusion would have been almost the same in case of ordinary regression, but this of course would not be always so.


It would make data analysis easier if experimental plots were chosen so far from each other that their autocorrelation would be negligible, then there would be no need to take it into account…. But this would mean more physical work.
*********************** end of story *******************************************
