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Lecture 13. Varia: final notes and warnings

Written by Toomas Tammaru in April 2002, extended in 2003-2017, translated from Estonian 2018, consulted with Ants Kaasik

Power of a test
The power of a test is the probability that the test detects a statistically significant effect/relationship/difference in case the effect/relationship/difference of certain strength (“effect size”) actually occurs in the study population(s). 

In other words, by saying “the power of the test is 90%” we mean that if we would apply the test in a given situation, then the probability of getting a statistically significant result would be 90%.

To put it yet another way, we can talk about the power only when we have an idea about the actual strength of the effect (effect size). This is essentially a different way of problem setting than we had before.

The power of a test depends on the actual strength of the effect in the study population(s), sample size, and the amount of residual variance. We use power analysis when we want:

1) to know how large our sample size should be in order to detect a significant effect with a reasonable probability (>80%, for example, which is the power in this case). To ask such a question, we should be reasonably sure – for some reason – that the effect really exists in the populations. Such calculations can be made when we design our experiments;

2) to draw conclusions on negative results, that is, when we did not find a significant effect but still want to conclude something. A failure to find a significant effect could have happened because the sample size was too small. (An important reminder: not finding an effect does not mean the effect does not actually exist.) The lack of an effect cannot be proved in any way. However, we can state that the effect is not larger than a certain value (which we happen to be interested in at the time). We can claim support to this statement by using the idea of power analysis, something along these lines: “We could not find a significant effect using our sample. If the actual effect was “that” strong in the study population(s), the probability of finding a significant effect using our sample would be pretty high, say, about 85% (this is the power of the analysis). But since we did not find a significant effect, the actual effect probably is not “that” strong.”

This approach assumes that we are able to estimate when the effect is strong enough to be biologically relevant under given circumstances (i.e., how strong is the effect which is “that” strong). If we are able to do this, then we can claim the effect weaker than the threshold value to be conditionally non-existent (“Well, maybe it’s there but it’s so small that we can ignore it.”).

There is an easier way out – in less complex situations. Confidence intervals to the measures of effect size provide information analogous to power testing. We can calculate the standard error or confidence intervals for regression slopes, and claim that any line between these intervals has a slope so low that the effect cannot be biologically relevant. Confidence intervals can also be calculated for the differences in group means in the t-test and for R2 in ANOVA, for example.
Hypothesis testing and some other statistical concepts
Let’s now mention some terms and concepts that are used in the theory of statistics. Nothing completely new compared to Lecture 2 where we discussed the philosophy of statistical test, but it is still good to have heard about the concepts below since they are sometimes mentioned also in ecological literature. As we (ecologists) normally do not think in these terms, I considered it better not to introduce them before to avoid confusing things, or making them too formal.

In case of a statistical test, the terms null hypothesis (H0) and research hypothesis (H1) come up. A null hypothesis typically states that “There is no relationship/difference”, whereas a research hypothesis states that “There is a relationship/difference”. The basic philosophical approach is that if the research hypothesis cannot be proved (does not attain significance at the chosen p-level, for example p<0.05), we assume by default (“play the game”) that the null hypothesis is true.

The terms type I error and type II error may come up also in this context. We make the type I error by claiming H1 to be true when it actually is false. The probability of making a type I error is 5% if we use 0.05 as the critical p-value. Type II error occurs when we do not detect the relationship when it is actually there. In other words, when we claim H0 to be true but actually it is not and H1 is true instead, but we just failed to find the relationship.

The more conservative approach we use (for example, when we choose a lower critical p-value, or use a non-parametric test instead of a parametric one), the lower is the probability of making a type I error, whereas the probability of making a type II error is, typically, higher. Therefore, there is a trade-off between the probabilities of making a type I and a type II errors.

Information criteria 
….. are used in model selection in case we have many possible factors potentially affecting the dependent variable, and we want to simplify the model. The final, simplified model will typically include a limited number of independent variables. In ecology, one typical situation in which we heavily rely on model simplification is when we use various landscape parameters measured in different locations to explain the presence/absence data (a binary variable) or abundance data of the study species. The number of potential independent variables can be very high since the number of things we can measure on the landscape is virtually unlimited. Only these variables that, in our opinion, actually affect the response variable should be included in the final model. The final model is the basis of our conclusions and predictions about the presence or absence of the species. The situation is the same as described at the end of Lecture 5 where we mentioned a more traditional method of backward elimination, in which the variables (covariates) are omitted from the model one by one, based on their p-values. There is nothing wrong with using backward elimination if we are interested in the effect of just one factor (such as the treatment), and the effects of other variables are of no particular interest to us (see Lecture 5).

However, if we are completely in the dark about the factors that actually affect our dependent variable and want to determine those factors, and, especially if we want to construct a model for the sake of making predictions (and not to test a specific hypothesis), then we should use information criteria to compare different models. This approach estimates how well each candidate model explains the data by giving it “points”, the model which receives the best score “wins”. Model selection based on information criteria has an advantage of comparing whole models (different sets of independent variables), in contrast to backward elimination which estimates single independent variables one by one, based on the somewhat arbitrary and problematic p-values.


The idea behind model selection is that that the best model contains a maximum amount of information about reality. (The link to information – as we normally understand this concept – is said to be pretty obscure here, so no need to overthink it.) The more information it loses, the worse the model is. Akaike Information Criterion (AIC) is the most common information criterion (named after Hirotugu Akaike who developed this approach). It can be calculated for each candidate model (set of independent variables), and it depends on two things: 1) model fit with the data (goodness of fit; expressed as likelihood, that is, the probability of obtaining a given data set in case the model is true – well, never mind), and 2) model complexity (that increases with increasing number of independent variables and interactions in the model). R2 also measures model fit, of course, but it invariably increases with increasing model complexity (i.e., when more independent variables are added). It is kind of obvious that if we add a variable to explain something, the explanatory power cannot decrease with the addition (each added variable explains a new portion of residual variance). The difference, and advantage of, the AIC approach is that it “punishes” the model for its complexity: in case of equal explanatory powers, the more complex model receives less “points”. In other words, by applying the AIC, we ask the question: “Is the explanatory power of the more complex model higher enough to justify the increase in model complexity?”

The best candidate model has the lowest AIC value – the relative differences in the AIC values are used to choose the best model (the absolute AIC values do not matter in this context). These differences are denoted as Δi. AICc is and adjusted version of the AIC for small sample sizes. The BIC is similar to the AIC, but calculated slightly differently, the difference is neither big nor relevant in most cases.

Two ways exist to draw final conclusions: 1) based on the best candidate model (in this case, we think that the dependent variable is affected by those independent factors that are included in the model), or 2) based on several different models considered to be good enough (model averaging). In the latter case, Akaike weight (w) will be calculated for each model (the better the model is according to the AIC value, the greater its weight; see the examples on the slides).

Now we can proceed with (or return to?) assessing the importance of single independent variables. The importance of a variable is based on the number of “good” models it has been included into. These “good” models are weighed as described above. The importance of the variable that is present in all “good” models equals 1. The importance of the variables present in fewer models is <1.
Bayesian statistics: a different way of doing it
Previously, we pointed out that p-values cannot be interpreted as “p is the probability that the relationship observed in our sample was obtained by chance”. This would be the same as to claim that “the probability that the relationship does not exist in the population is p”, or that “the probability that the relationship actually exists in the population is 1-p”. Now we will give an example which hopefully makes this point more clear. In addition, this example also shows us in which situations we can say that “the probability of having obtained the relationship by chance is ….”.

A gambler is rolling a dice, and we suspect that (s)he is cheating and the dice has six spots on each side (our research hypothesis, the null hypothesis is that (s)he has an ordinary dice). (S)he rolls the dice and has six. The probability of getting this result by chance, using an ordinary dice, is p=1/6=0.167. Can we now conclude that the probability that (s)he used an ordinary dice is 16.7% (the probability of the null hypothesis being true)? This would also mean that the probability that (s)he used a cheating dice is 83.3%? Obviously, we cannot! We do not know how likely this gambler is to cheat – and the answer to the question (is the dice OK or not) depends exactly on that. If the gambler is known to cheat very often, the first “six” should be seen as a warning signal; if (s)he is known to cheat only rarely, we still have no big reason for concern. Hopefully, the described example made it clear that p is not the probability of the null hypothesis being true. Likewise, we cannot say, based on an ordinary statistical test, that the relationship does not exist in the population with the probability p. Because we have no idea how often it happens in nature that there is no relationship in the population.

The situation thus changes when we know in advance how often the gambler cheats. For example, we may know that (s)he uses a cheating die (a die that has six spots on each side) every second time. We can then use this knowledge about this prior distribution (1:1 probability of cheating/not cheating) to calculate that if the gambler rolls the dice and gets “six”, the probability that (s)he used a cheating dice is 85.7%, and the probability that the result was obtained using an ordinary die is 14.3% (posterior distribution: 85.7:14.3). The presented reasoning is based on the logic of Bayesian statistics.

A similar example in ecology: we have caught 10 female and 6 male individuals in the forest. If we know that: 1) the populations with female and populations with male majority occur in equal numbers in nature, then it is very likely (the probability >50% , surely) that our study population features female majority; 2) only one in a thousand populations has female majority, it is highly unlikely that our study population has female majority (despite the sample containing more females than males). Still, the probability that we found a population with female majority is higher than 1/1000.

Now an example with a continuous variable. Let’s study a correlation of two variables. Let us have a sample (first sample, see the graph below) with r=0.165. We have a priori knowledge that all possible values of r occur with equal probability in nature (prior distribution, the dashed line on the graph). By synthesizing the sample and the prior distribution, we will get the posterior distribution showing the probabilities of different r-values in the study population.
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Within the framework of Bayesian statistics, the posterior distribution acquired this way can be then used to analyse the results of another study. This time, there is a negative correlation in the sample data set. By analysing this data set and the prior distribution we will get a new posterior distribution. The result can be interpreted as follows: the probability of finding a positive correlation between the two variables is such-and-such, and the probability of finding a negative correlation between these variables is one minus such-and-such.

In other words, Bayesian statistics can be used when we have some a priori information about the probabilities of the values of some parameter in nature (for example, the parameter describing the strength of a given relationship). We can obtain a new, updated understanding of the probabilities of different parameter values in nature by synthesizing that a priori information with our sample data. This allows us to determine a range of values of the parameter with a certain probability – something that cannot be done using ordinary statistics. Once more, based on the explanation above: using Bayesian statistics, we can formulate statements like “the positive association between a and b occurs with the probability of 99%”. Please once more note, and keep remembering that results of ordinary statistics like “p=0.01” cannot be interpreted that way.

This is all very nice of course, but we can apply Bayesian statistics only when we have a quantitative understanding of the expected frequency distribution of the study variable, otherwise there is no point of trying it.

Special statistical software has been developed for applying Bayesian analysis.

Miscellaneous 
* Let there be an experiment on the effect of a treatment in two study species. The effect was significant in one, but not in another species. Can we conclude that the effect of the treatment differed between the species? No, we cannot. To say that there is a difference, we must show that the respective treatment*species interaction was significant. This is essential. However, happily discussing the causes of a difference in treatment effects between groups is a common mistake (frequently seen even in published research papers) in case the treatment was significant in one but not in another group.

*Dividing continuous variables into categories is not justified. The power of the test will decrease, and even if we get a “better” p-value somehow, this would be cheating. Continuous variables should be handled as continuous in our analyses! Dividing them into categories is OK for illustrative purposes – such as for drawing graphs (of logistic regression, for example, in case a binary variable depends on a continuous one) – but not for analyses!

*To be brutally honest, your research hypothesis must exist before looking at the data. In other words, the hypothesis should be generated using one data set (or theory) but tested using another. Complex relationships of all sorts can be discovered in any data set, and the more complex a relationship is, the lower is the probability of finding it by chance – therefore, the respective p-value would be very small. That p-value is worth nothing, though – unless we had the hypothesis before looking at the data. Well, but in reality we often cannot tell precisely when an idea was formed in our mind…

* Finally, the aim of statistics is not to answer questions about causality. Statistics can tell there is an association/relationship between a and b, but it cannot tell whether a is affecting b, or the other way round, or is the relationship between mediated by c which is affecting them both. Generally, we cannot tell anything about causality based on correlative data (i.e., in a situation where we have discovered a relationship that exists independently from us). Causality can be identified experimentally, by consciously manipulating the values of a given trait (i.e., independent variable) and analysing the effect of the manipulation on the dependent variable. This is however a question of experimental design, not statistics any more. No statistical miracle exists to identify causality in case the experimental design does not allow for it.

One more thing, be sensible as to the precision of the numerical data in your presentations. Computers give us values of requested statistics as (or more) precisely as we wish but it makes no sense to copy all those long rows of figures. In my opinion, it is sufficient to present two significant figures in p-values (significant figures in a number are all figures except the zeros in the beginning of decimal fractions), for example: p<0.0012 is OK, but neither p<0.001278, nor p=0.7896 would do. In case of clearly non-significant p-values as in the latter example, all figures except the first are nothing more than numerical noise, and p>0.7 is precise enough, no need to make noise. 
The same applies to other numerical statistics, such as correlation coefficients etc. – two significant figures are enough in most cases. Present more only when 1) presenting additional figures is essentially relevant, and 2) the value is estimated with the accuracy high enough to ensure that additional figures are more than just noise.
********************************* end of all stories ****************************
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