Using Statistics in Ecology

Lecture 2. Statistical test. T-test.
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Statistical test
Let’s keep in mind that our primary goal is to use a sample to make conclusions about the population. Often, we can visually detect a difference or a relationship in our study sample. However, our task is to find out (by using our study sample) whether the anticipated relationship exists also in the population, not only in the sample. A statistical test will provide an answer to this question.
Little bit philosophy. Population is typically real (e.g. a real animal population), occasionally, population can also be abstract (e.g. all mice who have ever lived or will live, all kinds of possible evolutionary changes). There can be exceptional cases when the whole population can be studied. For example, it is possible to ask if species of ash produce more tannins than oak species. To find it out, in principle, it is feasible to study all ash and all oak species in the world flora. There is no reason to apply statistical test to that kind of all-inclusive samples. Nevertheless, the following is much more important.

Make sure you understand how to interpret the p-value – this is important (and will be definitely asked at the exam). If you did not understand, read a few more times, if you still do not get it, ask some help!
The output of a statistical test is a numerical value, called statistical significance, noted either by the letter “P” or “p”. A simple explanation (before presenting the more formal explanations, yet the simple one is not good enough for the exam): p shows how likely would it be to get the pattern observed in our study sample just by chance.
And now more formally: let there be a particular real sample in which there is a relationship of certain strength. Statistical significance expresses the probability to obtain a sample with differences at least this large or with a relationship at least this strong, if there actually is no difference or relationship in the population. This “this large” or “this strong” means as large or as strong as it was detected in the study sample.


In other words – if we draw a small sample from the population, it is very likely that we will find a relationship in our sample even in the case when there is no such relationship in the population. Such fake relationships appear due to the so-called sampling error. The basic logic behind statistical tests is as follows: if there is only a small probability to obtain a sample with the relationship this strong (as in our real study sample) -- in case there is no relationship in a population --, then we can consider it “statistically proven” (yet without full certainty, see below) that there is a difference or a relationship in the population. We can think like this: if there is only a small probability to obtain what we see just by chance, then it is reasonable to believe that the observed relationship is not a coincidence –  and we can believe that the relationship really exists in the population!

In other words, “p=0.027” means that there is a 2.7% probability to obtain at least this strong (i.e. as strong as it is observed in the sample) relationship by chance in a situation where there is no relationship in a population. To visualise the concept of probability: by haphazardly drawing thousand samples from a population that has no relationship, in 27 samples on average we would find a relationship as strong as (or stronger than) as our real sample has.
The smaller the p, the more (statistically) significant is the relationship. Yet – we can never attain full certainty, i.e. p can never be zero, the p values range between 1≥ p>0. In other words, it is always possible that the strong relationship in our sample is just a coincidence and we will make an essentially wrong conclusion about the population (a type I error according to the terminology of the theory of statistics, will be discussed in the last lecture). We must accept the fact that our conclusions can be wrong even if statistical tests are used. 


There is a tradition that detected relationships are considered significant if the p value is less than 0.05 (p<0.05). In other words, the relationship observed in the sample is (statistically) significant if the p value is <0.05. There is no (statistically) significant relationship if p≥0.05, in this case we can say that the relationship is non-significant (not insignificant).

The cut-off point 0.05 is just a conventional value with no deeper philosophical justification. Yet it is a long-established tradition and in general, it is much easier to publish the result for which p=0.049 than the result for which p=0.051. Essentially, however, there is only a minor difference between these results. Despite of that, it is a tradition to use only statistically significant relationships when making our biologically meaningful conclusions. In the practice of doing science, researches strive to find significant relationships and feel sad if they fail. 
Pay special attention to the fact that p is the probability to obtain the relationship observed in a sample by chance; p is not the probability that the relationship was obtained by chance, these are essentially completely different statements. For instance, if p=0.027, then it is wrong to interpret that “there is a 2.7% probability that the difference was obtained by chance”. The statement that “there is a 2.7% probability that the relationship was obtained by chance” would be equivalent with the statement “there is a 100-2.7=97.3% probability that the relationship was not obtained by chance”, and if it is not obtained by chance, it would follow that “there is a 97.3% probability that the difference really exists in the population”. Unfortunately, we cannot make such statements, we cannot calculate such probabilities even if this is probably exactly what we would like to know (towards the end of the course, we will mention special cases when such probabilities can be estimated by invoking additional information, this is the realm of Bayesian statistics). 


Mind that p does not express the strength of the relationship! Beginners often seem to have that kind of false impression. The strength of a relationship can be expressed by other indicators, every relationship (analysis) has its own measures of strength (or effect size). For example, in the regression analysis (will be discussed soon) there are two different ways (i.e. two different parameters) to express the strength of the relationship. These are the slope of the regression line and the coefficient of determination (indicating how much of the variance is explained by the model, will be explained in the next lectures); these parameters will be discussed at every analysis.


Take notice that the absence of a difference or relationship within a population cannot be proven, i.e., it is not possible to prove that the parameter characterizing the strength of the relationship equals exactly zero, as it is not possible to prove that it equals exactly 3.73, for example. If statistical significance is not attained (p>0.05), we can only conclude that it was not possible to prove the existence of the relationship, based on our sample. By taking a 10 times larger sample, we eventually might have obtained a p-value lower than 0.05, but maybe not. In spite of that, by using statistical tools it is possible to show that “the relationship is no stronger than…”; for that, the confidence limits can be calculated, and the power of a test can be estimated (will be briefly discussed towards the end of the course). 

Mind also that there are no significant and non-significant relationships (in a sense of statistics) in reality (in a population, in nature), the relationship either exists or not in nature,   statistical significance characterizes our knowledge about the relationship, it does not characterize the relationship itself. 

Statistical significance depends on:

· the strength of the relationship – i.e. the significance still depends on it, ceteris paribus, but does not measure it because the strength depends on other things as well; other things being equal, the stronger the relationship in a sample, the lower the p;
· sample size (the larger the sample size, the lower the p);
· the extent of variability (the smaller the variability, the lower the p – it is more easy to understand this on the basis of specific examples such as the t-test and regression analysis, look there);

For each situation, there are specific ways to calculate the p value (there are many different statistical tests), we will discuss those methods in the following lectures. 

The degree of freedom (df) is an unintelligible term typically coming up in connection to  statistical tests. In general, the degree of freedom of a system indicates how many independent parameters are needed to fully describe the system. For example, a triangle has three degrees of freedom – by knowing either the length of three sides of a triangle or two sides and one angle, all other parameters of the triangle can be calculated. On the contrary, it is not sufficient to know all three angles (we would know the shape, but not the size); the problem is that in this case, we would have only two independent values – since the sum of the angles is constant, the third one could be calculated from the other two.


In the context of a statistical test, the situation can be fully described by knowing the model and by knowing the deviation of each observation from the value predicted by the model. Probably, you will better understand this after we will have gone through regression analysis as a clear example of a model. However, in general, a model can be defined as a generalized quantitative description of the relationship in interest, typically it is an equation. The model can be described by certain amount of numbers, i.e. the model has its degrees of freedom (model df) in the same sense as a triangle has. In the same way, the deviations from the model can be described by certain amount of numbers (depending on how many deviations there are, and there are as many deviations as there are single observations), we can talk about degrees of freedom in this connection as well (error df). Both degrees of freedom (model df and error df) are important for statistical tests – the more degrees of freedom the model has, the more likely the model fits to data by chance. On the contrary, the more degrees of freedom the deviations have (the higher in the number of data points), the less likely that the certain model fits to data by chance. Consequently, the degrees of freedom help to decide if the fit of the model to the data could be explained by chance or not – and exactly this is the essence of a statistical test. 
Specific tests

… to apply statistics to our data, we first need to choose the statistical test that best fits the situation (there are many different tests) and then we must correctly interpret the results of  the chosen test. This is what we are going to learn now. 
When choosing the statistical test, first find out whether the dependent and independent variables are continuous (i.e. values were measured and can have all kinds of values within a certain range) or discrete (= categorical, i.e. values were classified or counted), see first lecture. The dependent variable (typically (but not necessarily) only one variable) is the one the values of which we want to explain (e.g. the rabbit’s weight). The independent variables are those on which the dependent variables depend on (e.g. does the rabbit’s weight depend on a) the amount of food eaten, b) the amount of the water consumed – those two are independent variables). Nevertheless, the division of variables to dependent and independent ones is not characteristic of every test (will be discussed later). 

Statistical tests are classified according to the different variable types as follows:

	Independent variable
	Dependent variable
	Analyses

	discrete
	continuous
	t-test, ANOVA

	discrete
	discrete
	Analyses of frequency tables: chi-squared, log-linear 

	continuous
	continuous
	correlations, regressions

	continuous
	discrete
	logistic regression


First, we will discuss the analysis having a discrete independent variable and a continuous dependent variable, i.e. we will discuss how the measured values of a continuous variable depend on the group the objects belong to.  

A t-test is the simplest way to find out if the values of a continuous variable differ between the groups. In case of t-test, there are only two groups. Please mind that the groups can either exist irrespective of us (e.g. two populations of animals) or the researcher can create the two groups to be compared by applying e.g. some kind of treatment. For example, the researcher could feed the animals on two different types of food and then he can measure the growth rate of the animals; in that case, studying the difference between the groups is equivalent to studying the effect of the treatment. By applying the t-test we ask (by finding the p-value), if there is a statistically significant difference between the means of the two groups, or could the difference be explained by chance alone. In other words – reiterating the general philosophy – we ask what is the probability to find the difference that large (or even larger) the sample currently has, the probability in case when there is no difference in the population.


To judge whether the difference exists in the population or not, the t-statistic will be calculated based on our sample:
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In this equation, x̄1 and x̄2 are the mean values of two samples, n1 and n2 indicate the sample sizes (the number of objects) and the equation
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provides the estimate of the variance in the population, calculated on the basis of the variances in the two samples (s21 and s22).

By looking at the equation, it is easy to understand that the t value increases with: 

· increasing difference between sample means;

· increasing sample size;

· decreasing sample variance.

Once the t value is calculated, corresponding p-value can be found using the table which presents the relationship between t and p. Such an approach is common in statistical analysis: we need a table because the relationship between t and p cannot be expressed as a usual mathematical function, i.e. p cannot be calculated from t using an equation. Nowadays, naturally, computers will do to the comparisons for us while in the past it was done manually. To find the correct p-value from the table, we need to know the degrees of freedom, in addition to the t-value. In case of a t-test, those degrees of freedom are the error degrees of freedom, the model df always equals 1 (the difference between two groups can be expressed by one number) and there is no point to report it. For a t-test, error degrees of freedom can be calculated as df= n1+n2-2 (the sum of the two sample sizes minus two).
Those who are not taking part of the course and are reading this text in some other context should note that the assumptions of the t-test will be discussed in the following chapter.
Essentially, the differences between the groups are compared with random variability in the values, this is a very general principle in statistical tests. In other words, it is asked whether random deviations were large enough to cause the detected differences in sample means of the two groups.
Reporting the results of a t-test
We will write:

“the host plant species had an effect on the growth rate of the larvae  (t=2.17; df=34; p=0.025)”.

… and a bit more to illustrate:

The illustrative examples that will be brought up during the lecture will show that:

· the larger the difference between the sample means, the lower the p;

· the larger the random deviation, the greater the p;

· the larger the sample size, the lower the p; of course only if the difference actually exists

********************************end of story*******************************
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