Using Statistics in Ecology

Lecture 3. One-way analysis of variance. Assumptions of the analysis of variance.
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One-way analysis of variance

One-way analysis of variance is a generalization of the t-test. Or more correctly, the t-test is the special case of one-way analysis of variance (abbreviated as ANOVA). In the analysis of variance, more than two groups (or so-called levels of manipulations if groups are created artificially by ourselves) are compared.


Why cannot we use multiple t-tests? Indeed, at first, we might consider performing multiple t-tests to compare the multiple groups in pairs. If one of those pairwise comparisons would attain statistical significance, we could claim that the groups are different. However, the latter approach has a conceptual problem – when a high number of tests is performed, it is likely that some tests will exceed the chosen significance level (typically α=0.05) by chance. Hence – the more pairwise tests we will do, the higher the risk that a significant difference/effect will be found in cases where there is no relationship. That is the reason why we need to apply ANOVA.

ANOVA is based on partitioning variance (in the values of the dependent variable) into its components (see lecture 1). The first component of variance is the variance of group means (i.e. levels) and the remaining component is the variance of residuals (or variation within groups, or variation around group means). These two components add up to total variation. A residual is the difference of the observed value from its group mean. Look at the figure (there are two groups and residuals +1, -2 etc.; one black dot is one observation).

[image: image6.wmf]                                  The ANOVA Procedure

Dependent Variable: pikk

                                              Sum of

      Source                      DF         Squares     Mean Square    F Value    Pr > F

      Model                        3     25.00000000      8.33333333       3.33    0.0461

      Error                       16     40.00000000      2.50000000

      Corrected Total             19     65.00000000

                       R-Square     Coeff Var      Root MSE     pikk Mean

                       0.384615      63.24555      1.581139      2.500000

      Source                      DF        Anova SS     Mean Square    F Value    Pr > F

      ry                           3     25.00000000      8.33333333       3.33    0.0461


Addressing the differences among group means, ANOVA asks the following question: “Can the variation among group means be explained by the variation within groups?” In particular, it is very likely that – due to sampling error – even if we would assign observations to groups at random, the group means would be slightly different. The greater the variance in a population, the greater the difference among group means. ANOVA concludes that there is a significant difference among group means (levels) if the variance of group means is greater than the variance which can be explained by such sampling error.


All this is formalized by calculating the F-statistic:
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In this equation, MS=SS/df, i.e. the mean of square is obtained by dividing the sum of squares (SS) by respective degrees of freedom.


Sum of squares is a quantity which characterizes the variance of residuals around their group mean, i.e. the differences from the mean are squared and summed. The difference between the SS and the variance is that the SS is not divided by the N (sample size). This difference is not that important. We can still think in terms of components of variance. 

There are two kinds of MS and SS – model or between, and error or within, these describe the two components of variance discussed above – i.e. the differences between the group means (levels) and the variation of single observations around mean of respective groups (residual variance). Consequently, despite the modifications (i.e. that SS and MS are not exactly variance components), the variance within and among groups is still being compared. It is still asked whether the variance among groups is large enough compared to the variance within the groups, i.e. it is large enough to allow us to conclude that the group means differ also in the population.

F-statistic helps us to judge whether the observed situation can be explained by random variability or not – i.e. F is used to find p-values, just like the t-value was used to find the corresponding p in the t-test. F and p are related to each other through F-distribution (in case you are interested in this term), and there are different distribution functions for different values of the degrees of freedom. Hence, it is important to know the degrees of freedom to calculate F, df-s are often (in this course, always) written as a subscript of F. As there are two different MS’s (model and error) for each case, there are also two degrees of freedom– the model df and the error df (recall lecture 2). In consistence with the above equation (F = …), in the context of ANOVA, the two df’s are called numerator degrees of freedom (i.e. ndf) and denominator degrees of freedom (i.e. ddf). The model df are determined by the number of groups (levels) being compared (noted k): k–1, whereas the error df are determined by the number of observations (n): n–k. The first df characterizes the complexity of the model, the other one characterizes sample size, like it was already discussed in lecture 2. Consequently, by looking on the subscripts of F, we can have a quick idea of how many groups were compared and what was the sample size. 


In one-way ANOVA, observations are divided into groups according to the values of one categorical variable (so far, we have discussed only this option, more complex cases will follow later). This independent variable can have any number of values (levels) but our ANOVA will remain a one-way ANOVA nevertheless. 


It is said that the ANOVA is balanced (the sample is balanced) if the groups contain an equal number of objects. Later, we will discuss the situations when this is not the case. 

Here is the output of the results of ANOVA (provided by the program SAS).
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Explore the output and find out where the following statistics are displayed:

· model df-s (3)

· error df-s (16)

· model sums of squares (25)

· error sums of squares (40)

· F-value (3.33)

· statistical significance p (0.0461) 

· coefficient of determination R2 (38.5%).
In addition to the statistics discussed above, R2 – the coefficient of determination – is also reported. This statistic describes the so-called model fit, which shows how large is the portion of variance which is explained (accounted for) by the model. Here, once again, we make use of the additivity of variance. AS we have already understood, total variance (in the values of the dependent variable) can be divided into the part explained by the model (variance of group means) and the part not explained by the model (residual variance). Accordingly, R2 is calculated as SSmodel/ SStotal, where SStotal describes the total variance, i.e. the sum of SSmodel and SSerror (i.e. due to the praised additivity, the among-group variance and the within-group variance sums up to total variance). R2 can also be interpreted also as follows: R2 shows how much does the residual variance decrease when it is calculated relative to the group means, compared to the case when it is calculated relative to the overall mean of the sample (look at the blackboard). The values of R2 range between 0 and 1 (i.e. 100%), the greater the value, the better the model fit. 

In a manipulative study (groups are created by ourselves), R2 can be used to characterize the strength of the relationship (e.g. dependence of the growth rate of the larva on host plant). 

The results of a one-way analysis can be typically reported as “the studied lakes differed as to the length of perches (F7, 33=7.36, p=0.006)” (when naturally existing groups are being compared) or “the host plant species had an effect on pupal weight (F3, 16=3.33, p=0.046)” (when the difference between the groups can be interpreted as reflecting the effect of treatments). Please note the correct interpretation: “the lakes differed” means that “it is not the case that all eight lakes are inhabited by perches with the same length”, we are not claiming that each lake differs from each other in terms of the length of perches. Among the eight lakes, there can be groups of lakes with no difference in perch length. We will discuss it later how to test which lakes differ from each other and which do not.

Reporting the results, we may include R2 but we need not. It just depends of whether this parameter is of interest. It may be or may not be depending on the question asked. 

A little bit more about the terminology. In case of ANOVA (and regression analysis and other similar analyses in which there is a concept of model) we can talk about predicted values, these values are predicted by the model. The model predicts the value of the dependent variable based on the values of independent variables. It is simple for the one-way ANOVA – the predicted value is the group mean. In other words, if fish species are compared by body mass as the dependent variable, the predicted value of the mass is the average mass of each species – we cannot make a better prediction if there are no other independent variables. The difference between the observed and the predicted value is called the residual, as already mentioned. These terms may seem unnecessary in the case of a one-way ANOVA. However, the concept of predicted values has more meaning in cases which are more complex than one-way ANOVA, we will see. 

So far, we have analysed our data without even thinking whether the assumptions of the analyses have been met. This is however not how the thing should be done: whenever relevant, assumptions must be checked before (or sometimes after, we will discuss this later) performing analyses. This is because all the described calculations will give us correct answers only if the distributions of the variables meet certain criteria. When using t-test and ANOVA, we assume that 1) the observations within the groups have a normal distribution (are normally distributed), and that 2) the variance within each group is approximately equal to the variances within all other groups. 

The second assumption is not very strict – i.e. a minor deviance does not cause huge problems (variances should differ among the groups several times to have a recognizable effect on the result), yet the deviations from first assumption can be corrected. We will discuss a bit later the cases when the assumptions are violated. Take notice that we are talking about the distributions within the groups, not about the distribution of the sample as a whole (groups combined). For example, the total distribution can of course have several distinct peaks in case there are large differences among the groups, but this is not a problem for the analyses. 
The normality of a variable can be statistically tested (i.e. it can be tested whether our distribution differs significantly from normal distribution or not), but I think that there is usually no need/point to do this because:

· ANOVA is quite robust to the violations of the assumptions of normal distribution, this means that moderate deviations from “normality” do not substantially affect the results, yet the non-moderate deviations can already be detected by eye;

· in nature, nothing is exactly normally distributed; hence, the normality test (its p-value) often measures the sample size rather than the magnitude of the deviations from normal distribution: we will find the deviation statistically significant when the sample is large; 

· if the sample size is ca. 10, the deviation from the normal distribution should be really large to attain statistical significance. In general, the tests analysing the shape of the distribution are not very sensitive, dozens of observations are needed for meaningful tests. 

However, people tend to have different opinions on this issue and if the editor of a journal or somebody else requires testing the normality, then it should be tested. The options to test normality will be shown in the practical lesson. 
Hence, look at the data with the naked eye and do something if there a) a clear, or b) a systematic problem. The solutions include a) transforming the variable, b) applying non-parametric tests, c) or applying a permutation-based analysis. Soon, we will discuss the first two options, the third option might be discussed at the end of the course.

If some observations are far away from the others, we are dealing with a clear problem – primarily, a few strongly deviating points can easily reverse the results of the test. 

We have a systematic problem when all/several distributions within groups are skewed to one side. Log transformation could be helpful here (see below) and we could be pleased if there are about the same number of distributions skewed to the one and to the other side after the transformation. Another type of systematic problem occurs when the sample means and variation within samples are related to each other. Typically, the greater the mean, the larger the variation, and log transformation could resolve this as well. 

In any case: look at your data before the analyses, i.e. plot the distributions on graphs. Among other things, even typing errors (e.g. wrong decimal places) can cause huge problems, such problems can be easily detected just by not analysing the data blindly. 
Variable transformations (normalization)
One way to meet the assumptions of analyses is to transform the variables. In this case, the values of a dependent variable will be substituted by some mathematical function of those values. If the dependent variable itself is not normally distributed (and we want it to be), then an appropriately chosen mathematical function of it may well be. 

The most common transformation is the logarithmic transformation. This transformation is often helpful in case of negative asymmetry, that is the distribution is skewed to the right. This seems to be the most common scenario in ecology. Log transformation also helps to reduce  differences in variance. For example, by using log transformations, a non-normal distribution like this (obviously problematic):
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can be transformed into something more similar to a normal distribution:
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 …which looks all right.

It must be remembered that the logarithm is only defined for positive values. Therefore, if your data has values starting, for example, from zero, +1 must be added to end up with only positive values for the log transformation. 

Log-transformation is most effective if the values lie around zero. For example, if the values range between 100 and 120, the log transformation would have a little effect on the shape of the distribution (look at the blackboard). In this case, the values should be moved closer to the zero, e.g. by subtracting 98 from all the values. 

If the effect of log transformation is too “strong” (the distribution is skewed to the left after the transformation), then a “milder” square root function could be used. Naturally, the exponent does not have to be 0.5 as it is in the square root function.

If the distribution is skewed to the left, then squaring might help.

Transforming the data is not entirely problem-free, however. After transformations, the question answered by the test is no longer about the means but e.g. about the means of logarithms. It may happen that means and transformed-means differ in different directions. However, such subtle problems are not very common in ecology. 

It is more important to understand that the log-transformation changes the interpretation of interactions. This will be discussed in the upcoming lectures. 
Non-parametric methods
It is however possible that a symmetric distribution cannot be achieved by any data transformation. Such would be the scenario for bimodal distributions, for example. In these cases, non-parametric methods must be used. Unlike parametric methods discussed above (so called because these methods ask questions about (differences in) parameters of respective distributions, like the mean), non-parametric methods do not set any assumptions about the shape of the distribution. This leads to the question why should not the non-parametric methods be always used instead of the more problematic parametric ones? There are two main reasons for that:

· non-parametric tests often have a lower power (what specifically is the power of a test will be discussed in more detail at the end of this course) (though this not always the case). Anyway, this means that by using parametric methods smaller differences will attain statistical significance. In other words – parametric methods will detect an existing relationship more easily. 

· besides just calculating statistical significance, the output of parametric methods is much more rich, including calculating confidence intervals for the differences between the means etc. Non-parametric methods have fewer such opportunities. Most notably, we cannot learn how large is the difference between the two populations being compared. 

Here are two examples of non-parametric tests to substitute parametric ANOVA:

· the Mann-Whitney U-test (and the similar Kruskal-Wallis test – in case more than two groups will be compared). The idea behind these tests is that the objects from different groups are lined up (ranked) based on the values of the measured variable. If there is no difference between the populations, the objects from different populations are well mixed along this line. If there is a difference, the objects from particular populations cluster together. The degree of “mixedness” can be mathematically described, and respective statistical test will decide if the deviations from ideal mixedness are greater than expected by chance. All in all, the whole ideology of the test is essentially different from ANOVA, as well as there are differences in the interpretation: the test is not about comparing means any more, it is comparing medians. 
· The median test simply tests whether the groups being compared have more or have less observations on either side of their common median (i.e. the median is calculated after merging the groups). The result will be analyzed like a frequency table (discussed later). 

The result will be reported like this: “…difference was found (Kruskal-Wallis test: Z=…, p=…)”. 

In addition to the circumstances where the assumptions of the normal distribution are violated, non-parametric methods can be and must be used if the dependent variable is an ordinal variable. An ordinal variable is a discrete variable which levels (classes) can be ordered meaningfully (smaller/larger, better/worse). Such, for example, are the grades given in school. Thus, by using the non-parametric analogues of ANOVA, we can compare the classes in school to ask if the students in class A study better than the students in class B. In such cases, parametric ANOVA tests must not be used because these tests assume that the dependent variable has a normal distribution. Normal distribution is a continuous distribution, and an ordinal variable cannot have continuous distribution. 

***************************end of story**********************************
� EMBED WordPerfect 9 Document ���








[image: image5.png]value of the
independent
variable

+1

+2

+1

+2




_139297168.unknown

_139297488.unknown

_98156040.unknown

_133737996.unknown

