Using Statistics in Ecology

Lecture 4. Relationship between two continuous variables: correlations and linear regression
Written by Toomas Tammaru in February 2002, edited 2003-2014; translated from Estonian in 2018, slightly edited 2019; consulted by Ants Kaasik
Correlations
When discussing ANOVA, we talked about the situation where a value of a continuous variable depended on a value of a categorical variable. Now we will talk about the relationships between two continuous variables. Let’s assume that we have measured two different continuous variables, the height and weight of every object, for example. Correlation between two continuous variables means that the greater values of one variable correspond to the greater values of the second variable (positive correlation), or to the lower values of the second variable (negative correlation). The strength of the correlation is measured by the correlation coefficient (r). If there is no correlation, then the correlation coefficient equals zero; maximum value is +1 and the minimum is -1. Like with ANOVA, correlation can be analyzed using parametric and non-parametric methods.

Parametric correlation, also referred to as the Pearson’s correlation, is based on the assumption that the sample is taken from a two-dimensional normal distribution, implying that both variables are normally distributed. In addition to the means and standard deviations of both distributions, such two-dimensional distribution is also characterized by the (Pearson’s) correlation coefficient r, which can take values ranging between -1 and +1. 

Correlation coefficient r is calculated according to the following formula:  
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in which sx and sy are the standard deviations of corresponding variables and sxy is covariation, which is calculated as
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When interpreting this formula, please notice that every observation in which case the values of both variables deviate in the same direction compared to the mean, adds a large value to the sum. Every observation with deviations of the two variables in different directions reduces the sum, whereas the observations in which the value of at least one variable is close to zero add next to nothing. Even if we are not going to remember the formula, we should remember that covariation is kind of „raw correlation” which is directly calculated from the data but the numerical values of which are difficult to interpret (as they depend on the variable’s unit). To be able to make meaningful conclusions and compare the correlations with each other, we take a further step and calculate the value of r (see above: covariation is divided with the standard deviations of both variables). So we can get rid of the variables’ units.

When performing a correlation analysis, we are essentially testing whether the value of the correlation coefficient differs from zero. The absolute value of r measures the strength of the correlation, whereas p shows its significance (significance of differing from r=0). Additionally to the value of the correlation coefficient, the significance depends also on sample size. In this context, note that with two points we always get a correlation of 1 or -1 which is, however, never significant.


The non-parametric correlation does not rely on any assumptions about the distribution of the variables. It tests whether the rank orders between the values of two variables are associated or not (similarly to the non-parametric counterparts of ANOVA). The non-parametric correlation can be used if our data clearly do not follow a two-dimensional normal distribution. Single data points located very far from the rest are very „bad” for the parametric correlation as those points can totally change the result of the analysis. Yet the non-parametric correlation is not affected by the absolute distance of individual data points (because everything depends on their rank). The most common non-parametric correlation is Spearman’s (rank) correlation. The reason why the non-parametric correlation should not be used in every case (despite its advantages) is that the power of non-parametric correlation is lower, and the interpretation of different correlations is also different – it may well happen that we are actually interested in the distances between the data points, not only their order. The non-parametric correlation is also useful for analyzing ordinal variables (lecture 3). For example, we can ask if the schoolboys’ grades in music and physics correlate positively or negatively. „Grade” is not a continuous variable and therefore parametric methods (Pearson’s correlation) should not be used here.


At a more philosophical level, we can view the existence of different correlations as an example of a more general principle: what can in ordinary language be described by one sentence (“are related”, “is correlated”), can be expressed in various ways mathematically. If the correlation is very strong, it can be revealed by whichever method we choose, yet in the borderline cases, the result depends on mathematical details. 



We can report the result as “there was a correlation between height and width (r= , N= , p= )” or, in case of non-parametric correlations, “..... (rs= , N= , p= )”. The Pearson’s correlation is implied by default, hence, there is no need to specify when that is the case.


Mind that correlation is symmetrical – it does not matter which variable is chosen to be the „the first” and which is chosen as „the second”. This symmetry also implies that there is no division to dependent and independent variables.


Also take notice that the correlation coefficient does not have a unit, it is a dimensionless variable – the coefficient will not change when the units of the variables are changed. Transformations (e.g. logarithm) however may change the value of a parametric correlation coefficient.
Regression

While studying two correlated variables we may want to describe the relationship quantitatively. In other words, we may want to understand which mathematical function best describes the observed relationship. Often, we need the mathematical relationship to predict the value of one variable on the basis of the value of another variable (for example, what is the expected body weight of an individual if we know its height).


To make such predictions we use type I or the ordinary (linear) regression (type II  regressions will be discussed in the following lectures). The idea behind the linear regression is to fit a line – a regression line – into the cloud of data points in such a way that the sum of squares of the distances measured from each data point to the line would be minimal (the least squares method). The distance is measured along the y-axis (look at the blackboard!). The reason for using sums of squares is that in such a way we can continue along the path known from the analysis of variance. Like any straight line, the fitted line has two parameters – the intercept and the slope (b). The intercept shows where the line intersects the y-axis. The slope is a number that describes the steepness of the line (the slope is the tangent of the angle of incline). Slope can take any negative or positive value and if there is no association between the variables, the slope equals 0.


The slope of the line shows how many units a value on y-axis changes if the value on x-axis changes by one unit. Slope equals 1 if the change in variable y is equal to the change in variable x. Once again, when there is no relationship, the slope equals zero. The unit of the slope is the unit of a variable on y axis divided by the unit of a variable on x axis (for example, eggs per kilogram). By changing the unit, the slope also changes (per one gram there is 1000 times less eggs than per one kilogram); hence, the unit must always be specified when reporting the results.


The mentioned way to follow the path of the analysis of variance goes like follows. When we intend to test if the slope differs from zero, we first calculate the F-statistic: F = MSmodel/MSerror. Such approach is again based on partitioning the variance into its components: SStotal = SSmodel+SSerror. SSerror is the sum of squares of residuals, SSmodel is the sum of squares of predicted values. For any x, the predicted value can be read from the regression line. Look at the blackboard, it is hard to explain this verbally!


Like in ANOVA, SSmodel/SStotal = R2, which is a quantity describing how large % of the variance is explained by the model (the model accounts for ... % of variance). In regression analysis, there are two parameters which estimate the strength of the association – b and R2, both characterize a different aspect of the strength. Statistical significance p depends on both b and R2, but it does not directly measure or express the strength of the relationship. Even a very weak association (in terms of both b and R2) can be statistically significant if the sample size is large enough.


In case of the ordinary least squares regression, testing the slope’s difference from zero gives exactly the same result as testing the difference of the correlation coefficient from zero, and R2 is the square of (Pearson’s) correlation coefficient. R2 has no unit either (is a dimensionless quantity) and does not depend on the units of the variables.


Mind that regression is not symmetrical – a regression line will depend on which variable is on the x-axis (independent variable) and which is on the y-axis (dependent variable). The stronger the correlation between the variables, the less different are the lines obtained either way. This may seem strange at first, but imagine a situation where the association is very weak – by looking it in one way, the slope would be very small (using one variable to predict the other is almost useless), by looking it in the other way, the slope would be very steep (showing that using the second variable to predict the first one is very effective). This would be really strange. In fact, however, in the case of a weak correlation, when the regression analysis is done the other way around, the regression line will tend to be parallel with the other axis, i.e. with the new x-axis which now bears the independent variable.


The results of a regression analysis should be reported as “the weight depended on height (b=... (with unit!), R2= ....., df=....., F= ..., p<0.001)” (only the most relevant statistics in a given context should be reported, not necessarily all). If necessary, the relationship can be expressed as an equation like:

Height = 3.78*weight + 45.6

Besides to the mentioned statistics, the standard error of the slope is also commonly reported in the results. This SE characterizes the precision of our estimate for the slope.

Statistical software also provides a test for the intercept: it will tell us if the line intersects the y-axis at a point other than zero. The idea of testing this is the following: if the line crosses the y-axis at 0, the relationship is proportional; in other words, if a variable changes n times, another variable also changes n times. If the line does not intersect y-axis at 0, then the relationship is not proportional, even though it is still linear. When the values of both x and y are both positive, then a positive intercept indicates that if x changes k times (not by k), then y changes less than k times. If the intercept would be negative, the conclusion would be the opposite (please read, however, also about the type II regression (below) before making such conclusions!).


Some terminology to repeat: like in ANOVA (in which case the independent variables are categorical), there is the concept of model also in the case of regression analysis (the line we are trying to fit in the data is the model). We also have predicted values (the y value that corresponds to a particular value of x, judged on the basis of the regression line). The residual is the difference between the observed and the predicted value. 

The assumptions of the linear regression analysis are the following: 
Residuals must have a normal distribution (not the original variables themselves, like in the case of correlation analysis!);

Variance of the (normalized) residuals must be constant throughout the range of the values of x. If so, the situation is homoscedastic. If it is not so, then the situation is heteroscedastic (often residual variance increases with the values of x increasing).

More generally, residuals should not show any kind of dependence on the values of the independent variable. If they do, there is a reason to question whether the linear regression is a suitable method for describing this relationship and perhaps a non-linear regression (or variable’s transformation) could be useful (will be discussed in the following lectures).

The distribution of independent variable itself is not relevant: on x-axis, the things can remain as they are.


Transformation of the (dependent) variable can (but not always will) help to resolve all these problems. For example, the log transformation can be useful if the variance seems to be larger at greater values of x. When interpreting the regression in which variables have been transformed one must however make sure that this transformation is also reflected in the regression equation (for example, log(weight) linearly depends on the height).


One particular type of regression is the one in which the regression line has been forced to intersect the origin (0;0) of the coordinate system. This can be done if we have a good reason to believe that the line has to intersect this point, i.e. if we know for sure that the relationship is proportional. For example, we can expect a proportional relationship if we are studying the relationship between the number of seeds sown and the number of seedlings emerging on a patch: for sure, with no seeds sown, there will be no seedlings (0;0). The fixed point can actually be any other point than the origin. In that case we should transform the values of the variables through adding suitable numbers so that the special point will be moved to the origin of the coordinates.

**********************************end of story*******************************

_1316258609.unknown

_1316258941.unknown

