Using Statistics in Ecology

Lecture 5. Two-way analysis of variance
Written by Toomas Tammaru in March 2002, modified in 2003-2016, translated from Estonian 2018; consulted by Ants Kaasik

The comparison of several populations can be interpreted in two possible ways (as explained above). The first interpretation is that we study differences between the groups which exist independently of our actions. The second option is that we study the effect of the factor creating the groups (like a treatment, for example). The interpretations of these two options differ but the underlying statistics do not. 


As an example of the effect of a factor, we may, for instance, study the effect of the host plant on pupal weight of an insect. At the same time, we might be interested in the simultaneous effect of another independent variable. Alternatively, the second factor just might be there, whether we want it or not, for the purpose of causing problems. In most cases, for example, the above-mentioned pupal weight is affected by the insect’s sex, thus, there are two factors: plant and sex. 

Let the situation be like this:

	
	sex - male
	sex - female

	plant a
	five numbers
	five numbers

	plant b
	five numbers
	five numbers


If we want to analyse the effect of two factors simultaneously, we must use a two-way ANOVA, the output of which (in SAS) would look like this: 
Dependent Variable: weight

                                              Sum of

      Source                      DF         Squares     Mean Square    F Value    Pr > F

      Model                        2     41.63200000     20.81600000      33.68    <.0001

      Error                       17     10.50600000      0.61800000

      Corrected Total             19     52.13800000

                       R-Square     Coeff Var      Root MSE     weight Mean

                       0.798496      13.12404      0.786130      5.990000

      Source                      DF     Type III SS     Mean Square    F Value    Pr > F

      plant                      1     20.00000000     20.00000000      32.36    <.0001

      sex                        1     21.63200000     21.63200000      35.00    <.0001
The results should be presented as an ANOVA table. Using the results from previous example the table would look like this: 
_________________________________________
effect       
df 
SS 
F 
p     

_________________________________________
plant

1
20.0
 32.3
<0.0001

sex

1
21.6
 35.0
<0.0001

error

17
10.5


Since MS=SS/df, there may be no point to include it into the output. Naturally, a similar table can also be used to report the results of a one-way ANOVA. However, since one-way ANOVA yields much less information, it is easier to report the result in the text (in-line statistics) as it was shown in the lecture.

Please note that the dependent variable is not shown anywhere in an ANOVA table. Table text must therefore explain the setting: the variation in the value of which variable has been explained? Another thing that is not shown in the table is the direction of the differences (whether males or females were larger). This must be explained in the text or shown in a graph.

Please also note that we have separate sets of statistics for each factor: p-values, SS values etc. Thus for each factor we can calculate a separate measure SS(effect)/SS(total), which is analogous to the R2. This describes the effect size – what proportion (%) of the total variance is accounted for by the factor. The total variance is thus divided into three parts – the variance ascribed to factor one, the variance ascribed to factor two, and the residual variance. For some reason, the abovementioned proportion is denoted as η2 (eta-squared) if it applies for just one factor and not for the model as a whole (for the whole model it is still R2).


If we are not interested in the entire table, we may report the effect of just one factor when presenting our results. However, the additional factors must definitely be indicated in the text. Like this: “the effect of host plant on pupal weight was statistically confirmed F1,17 =32.3, p<0.0001; two-way ANOVA with sex as an additional factor”. 


Each of the factors has two levels in the example presented above. However, there can be as many levels as one may wish – the number of levels within the factor does not change the type of the analysis, it will still remain a two-way ANOVA.

Please note that the statistics obtained as an output of a two-way ANOVA are not the same as when the factors would have been separately analysed in two separate one-way ANOVAs. The two-way ANOVA provides important additional information that would be missed if both factors were analysed separately by one-way ANOVAs. In particular, in a two-way ANOVA, we study the effect of one factor when the effect of the other factor has already been taken into account. In other words, in a multifactorial model, the statistical parameters of each factor (including the statistical significance) are affected by the other factors included in the model. Adding new factors may increase, as well as decrease, the statistical significance of each particular factor.

The possibilities of a two-way ANOVA are not, however, limited to this. Now we will discuss the important concept of interaction. Having an interaction implies that the effect of one factor is affected the level of another factor, or synonymously, the effect of one factor differs between the levels of the other factor. For example, we may ask whether the effect of host plant is affected by the insects’ sex, or, synonymously, whether the effect of host plant differs between the sexes. Since interaction is symmetrical, we can also ask the same question the other way around (… is the effect of sex affected by the host plant?). Which way will it be presented in the article, depends on which interpretation is more interesting for us. 

The following may serve as an example of interaction: 
	
	sex - male
	sex - female

	plant a 
	mean 3
	mean 6

	plant b 
	mean 6
	mean 8 


because host plant’s effect is affected by insects’ sex (plant b is better than plant a either by two or three units, as dependent on the sex of the insect). The other way around – the effect of sex is different for different host plants (females are larger than males either by two or three units, as dependent on the plant they were reared on). 

If interaction is included in the model (as it is said), the results of an ANOVA would look like this (we may or may not include the interaction in a two-way ANOVA):
      Source                     DF     Type III SS     Mean Square    F Value    Pr > F

      plant                      1      0.05000000      0.05000000       0.08    0.7772

      sex                        1     79.20200000     79.20200000     131.24    <.0001

      plant*sex                  1     20.00000000     20.00000000      33.14    <.0001
and the same results would look like this in a table which is formatted to be suitable for a research article:

 ____________________________________________________________
effect       
df 
SS 
F 

p     

_____________________________________________________________

plant

1
 0.05
  0.08
 
  0.8

sex

1
79.2
 131.2

<0.0001

plant*sex 
1
20.0
  33.1

<0.0001

error

16
 9.7


___________________________________________________________

Please note that if there is no interaction, the factors’ effects are additive. For example, if female pupae are heavier than male pupae by 10 mg on one plant, then they also must be heavier on the other plant by 10 mg (and not ten times heavier!)

An interaction can be presented graphically by plotting the mean values of factor combinations in a two-dimensional space, and connecting them with lines. Look at the blackboard! If the lines obtained this way are parallel, there is no interaction. An interaction is especially clear when the lines intersect, i.e. if one factor’s effect is in the opposite direction at different levels of the other factor (“the interaction with a change in direction”). Intersection of the lines is still not necessary to have an interaction. It is enough if the lines are not parallel (“the interaction without the change in direction”). 


Please note that a logarithmic transformation turns an additive model into a multiplicative one. For example, if the dependent variable is log-transformed then finding no interaction means that each female is heavier than each male the same number of times, irrespective of the host plant. That is because the logarithm of a product equals to the sum of the logarithms of the factors. Thus, the presence of an interaction or lack of it might depend on the transformation. Such concerns are primarily relevant if the effect of one factor does not change direction with respect to the levels of the other factor. If the change in direction occurs, it will most likely be unaffected by transformations.

If a statistically significant interaction is found, the main effects of the factors (for example, sex and host plant) may or may not be statistically significant. Not finding the main effect of sex means that if the weight was summed across the plants, the males and females would have on average the same (i.e. not significantly different) weight. If the sex*host plant interaction occurs but there is no main effect, then this means that males on one plant are heavier exactly by the same amount as they are lighter from females on the other plant. If there is no main effect of the host plant, then this means that the average weight calculated across both sexes is the same on different host plants.


Please note that finding a significant main effect of a certain factor does not necessarily imply that the direction of the effect is the same for all the levels of the other factor. For example, if a significant main effect of sex was found, then this does not mean that sex effect has the same direction on both host plants – if females were much heavier than males on one plant, but slightly lighter than males on the other plant, then we still might find a significant main effect of sex. Consequently, females generally are heavier than males but it might not be so on every plant. 
Look at the slides of this lecture and make sure you know how to present some examples of the cases where interactions or main effects occur, or do not occur.
If a significant interaction is found, the main effects must be interpreted with caution. Let the plant B have a strong positive effect on pupal weight of females (compared to plant A) and a slightly negative effect on male pupal weight. The main effect of the host plant is significant. If we are only interested in finding whether the average pupal weight is greater in B-plant-forest rather than in A-plant-forest (in the context of studying food supply of a bird, for example), then we can make the conclusion on the basis of the significant main effect and ignore the interaction. However, if we are interested in the physiological effects of the host plant, then we cannot ignore the interaction when interpreting and presenting the results – both sexes must be discussed separately. 


Every time you find a significant interaction, make sure to analyse the effects of one factor separately at different levels of the other factor. In other words, to study the effect of sex, apply one-way ANOVAs separately for each plant. Only this way you will avoid errors in interpreting the results of a two-way ANOVA. 


Naturally, more than two factors can be included in an ANOVA model; there can be as many factors as one may wish (multi-way ANOVA). Thus, we can study if pupal weight is additionally affected by the colour of pupa and the presence of a hole in the lid of a rearing container. The general idea and the interpretation of the results of multi-way ANOVA is mostly the same, yet the interpretation of interactions is much more difficult. For example, in a four-way ANOVA, there can be an interaction involving all 4 factors, four 3-way interactions and six interactions between 2 factors. Look the following example:

4-way ANOVA all interactions:
     Source                      DF     Type III SS     Mean Square    F Value    Pr > F

      plant                       1       5.0041161       5.0041161       4.83    0.0293

      sex                         1     609.9239388     609.9239388     588.16    <.0001

      plant*sex                   1     159.7450216     159.7450216     154.05    <.0001

      color                       1       6.6006350       6.6006350       6.37    0.0125

      plant*color                 1      12.8614007      12.8614007      12.40    0.0005

      sex*color                   1       0.1566191       0.1566191       0.15    0.6980

      plant*sex*color             1       0.0470915       0.0470915       0.05    0.8315

      hole                        1       0.3428916       0.3428916       0.33    0.5660

      plant*hole                  1       0.5017713       0.5017713       0.48    0.4876

      sex*hole                    1       2.2543296       2.2543296       2.17    0.1421

      plant*sex*hole              1       0.0663268       0.0663268       0.06    0.8006

      color*hole                  1       0.7646613       0.7646613       0.74    0.3916

      plant*color*hole            1       3.4534288       3.4534288       3.33    0.0696

      sex*color*hole              1       3.4380134       3.4380134       3.32    0.0703

      plant*sex*color*hole        1       0.0000439       0.0000439       0.00    0.9948
As you can see, the table is complex, and the results are difficult to interpret. The interpretation of three-way interactions will be discussed in the upcoming lectures. The interpretation of interactions involving more than three factors is beyond the scope of this course.


It was mentioned earlier that the mathematical approach behind the regression analysis is very similar to that of the analysis of variance. Thus, both discrete and continuous variables can be used in the same ANOVA model as independent variables. In this case, continuous variables are called covariates and the whole analysis is called analysis of covariance (ANCOVA). Let’s assume that we are interested how feeding birds with snails will affect egg size of the birds. It is also known that egg size is affected by the size of the mother. Here, I have created fictional data in which the effect “feeding with snails” is not significant if one-way ANOVA is used (fed with snails or not fed with snails – the independent variable has two levels):

                                             Sum of

      Source                      DF         Squares     Mean Square    F Value    Pr > F

      Model                        1     10.22727273     10.22727273       2.96    0.1008

      Error                       20     69.09090909      3.45454545

      Corrected Total             21     79.31818182

                      R-Square     Coeff Var      Root MSE    pikkus Mean

                      0.128940      40.48524      1.858641       4.590909

      Source                      DF     Type III SS     Mean Square    F Value    Pr > F

      trea                         1     10.22727273     10.22727273       2.96    0.1008
If the same data are analysed by a two-way model which includes the covariate (bird’s weight), the “feeding with snails” effect becomes significant: 
Source                      DF     Type III SS     Mean Square    F Value    Pr > F

      weight                 1     52.04090909     52.04090909      57.99    <.0001

      trea                   1     10.22727273     10.22727273      11.40    0.0032

Look at the illustrating example presented in the lecture:
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The results can be presented similarly to the ANOVA table shown above. The df of the covariate is always 1. 


Why did the inclusion of a covariate render the treatment statistically significant? Just to remind you: F-value is calculated as F=MS(model)/MS(error). Hence, the greater the residual variance (the variance not explained by the model), the lower the F-value, and the slimmer the chance of getting the effect statistically significant. The inclusion of the covariate reduced the amount of variance that was not explained by the model and thereby increased the F-value. In other words, the covariate explained much of the previously unexplained variance and “cleared up the picture”. Before, the variance was divided into two components, but now it was divided into three. However, to evaluate the effect of the treatment, only the same two components were used as before. Thus, the covariate removed the “blurring” effect of the bird’s body weight. Typically, we are not interested in the effect of a covariate. Covariates are included to clear up the effects of those factors we are interested in (yet this is not always true, sometimes we might be interested in the covariate’s effect as well). 


It is possible to add as many covariates (and additional discrete factors, which are not called covariates but just additional factors. Yet in principle, there is no difference, apart from the interactions, which will be discussed later) as needed “to clear up the picture”. Yet there is a trade-off:

· the more factors included in the analysis, the less power the analysis has for each separate factor (it decreases the errors’ degrees of freedom). The decrease in error degrees of freedom as a result of including covariates is more of a problem when the sample size is small. Nevertheless, the pros and cons must be considered before including covariates and additional factors.

In general, the covariate that is not statistically significant itself will not be included in the model. Yet in my opinion, if the effect of the covariate is known to exist from previous studies, it can be included in the model. We may then believe that the covariate might not have attained significance in our study just due to insufficient sample size. 

Haphazardly including non-significant factors also carries an ethical problem. If the effect of the factor that primarily interests us is slightly below the threshold of statistical significance, then by testing various random covariates, we may easily achieve statistical significance for some of the models just by chance. It would be dishonest to do so. If the significance of our focal factors depends on the inclusion of random covariates, then it clearly indicates that the sample size is too small. In this case, I would recommend that you stop that kind of statistical acrobatics and will goto the field to collect additional data instead. 


A more systematic way for deciding whether different factors should be included in the model or not is the backward elimination of covariates and additional factors. In this case, all factors are included in the model in the beginning, but then eliminated one by one starting from the least significant (one factor less in each subsequent analysis). This process (model simplification) is finished when there are no statistically non-significant factors left in the model (the final or definitive model has been reached). But why one by one? Because the significance of one factor may well depend on the inclusion of another factor (even if the other factor is non-significant). By eliminating two factors at the same time we might accidentally eliminate an effect that would otherwise have ended up in the final model. 


There is also a more recent approach that is nowadays used in model simplification. This approach relies on information criteria (Akaike). This method will be briefly discussed in the final lectures of this course. 


In ANCOVA, we can calculate level-specific mean values of the dependent variable which are corrected for the effect of the covariate(s). In other words we can ask – continuing the example presented above – what would be the mean values of egg size for birds either fed or not fed with the snails, if the value of the covariate (bird weight) would be the same for all birds. Standard errors can also be calculated for those least square means values (these can also be presented on a graph). 

**************************************************************************
