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In this chapter, we are going to have a closer look at three variants of ANOVA: nested (hierarchical) ANOVA, random effects ANOVA and repeated measures ANOVA.
Hierarchical ANOVA
… is that kind of ANOVA in which the effects of one factor (B) are “allowed” to differ at the levels of some other factor (A). In other words, it is not assumed that the effect of level b1 of factor B at the level a1 of factor A has something to do with the effect of level b1 of factor B at the level a2 of factor A. An example is clearly needed to elucidate this. A simple example would be about different classes (a, b, c) in schools (in Estonia, pupils of the same age will be grouped in ‘classes’ if there are too many of them to be fitted into one classroom). We are studying the variation in mean grades using the data collected from many schools. Let’s assume that equally aged students are divided into three classes in all these schools, labelled a, b and c. Classes within schools may vary with respect to mean grade (factor “letter” has effect). However, there is no reason to believe that the “letter effect” is the same in different schools, i.e. we cannot predict  that class “a” has better grades than class “c” (or at least we pretend so even if in Estonia a-classes tend to be better than the rest). In that case it is said that the factor “class” (levels a, b, c) is nested within the factor “school”. Hence, nested ANOVA is synonymous to hierarchical ANOVA, nestedness is indicated as B(A), or as in our example: class(school). Once again, this means that when studying the effect of ‘class’, we do not assume that similarly labelled classes would be similar with respect to the values of our independent variable. 

As another example, we may ask whether the length of the birds’ tail feathers is influenced by sex. We can see that the result changes (as compared to ordinary ANOVA) when the factor “sex” is nested within the factor “species”. In nested ANOVA, sex is allowed to influence feather length differently in different species. If sex is not nested within the species (i.e. the ordinary ANOVA), we will test whether sex has an effect with the same direction across all species. We see that there is no such effect:
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However, when applying nested ANOVA (“sex” is nested within “species”) to the same data set, we will detect a strong effect of sex: 
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Comparison of these results indicates that, in the analysed case, the effect of sex is strong within each of the species but differs across species. Nested ANOVA results should be interpreted so that sex has a strong influence on the feather length within the species, but we do not claim that the effect has the same direction across species (it may be or may not be so, the analysis does not address this question).


Nested models must be used when the factors considered are hierarchical by nature and the levels of one factor are unique within the other: like the classes are nested within Estonian schools, so are subpopulations nested within populations and the same subpopulations cannot exist within other populations. Quite often treatments have a nested design: a treatment can be divided to sub-treatments and those sub-treatments cannot be nested within other treatments.

Random effects ANOVA
… is used in ecology very often. Random factor is a special kind of discrete independent variable. The levels of a random factor present in our study/model constitute a sample drawn from a (greater) population of levels. In other words, a random sample of levels which exist in nature is taken into our study. A good example to illustrate a random factor is brood, i.e. the offspring of a female caught from a forest. Let the animals in our experimental study (e.g. 100 specimens) belong to ten broods. This is a consequence of the fact that we were able to catch just 10 females while there are many-many of them in the forest. However, we do not want to make conclusions just about those ten broods: We want to make conclusions about the entire population, comprising many other similar broods. So, the broods in our study form a random sample of the broods within the whole population – in our study, we have only ten broods out of many possible. Another way to look at this situation is to say that we have now the error variance at two levels, The “new” level is the variance of brood means around the average value of brood means, which we do not know but can estimate based on our sample (the variance at the “old” level is the variance of observations around the brood means). Look at the blackboard!

The factors (independent variables in an ANOVA) that are not random are called fixed factors (so far we have assumed this by default). Fixed factors can have just a certain number of levels and all the levels are represented in our sample. For a fixed factor, it would be strange to assume that the levels of the factor represented in our study are samples drawn out of many levels occurring in the nature. Fixed factors are, for example, experimental manipulations, i.e. “treatments”, and also some “natural” factors like sex (all sexes are represented in our experiment). We cannot think that there are many sexes out there and we have two of them in our sample just by chance…

Often, the categorisation of factors to random vs. fixed ones depends on what exactly do we want to know. For example, the factor “population” can be fixed if we are interested in the differences between exactly those populations which we have studied. However, to study if the populations of that species differ from each other in general (there are many populations and only some of them have been studied), “population” should be used as a random factor. In other words, if the factor is random by its nature (as defined before) and it is used as a random factor in the analysis, the outcome of the ANOVA can be interpreted as applying to the whole population. When we use the same factor as a fixed one, the outcome will hold only for those levels of the random factor that were included in the study sample. For example, the result of the two-way ANOVA (feeding with carrots increases the body weight of hares; one factor is diet and the other factor is brood) will hold for the whole hare population if brood is set as a random factor. If brood is set as fixed, the result would hold only for those five broods that happened to be studied. 

Take notice that this kind of generalisation can be made only for the population from which we had drawn our random sample of levels of the random factor. For example, if our sample only comprises broods of hare from the island of Saaremaa, then we cannot generalize our findings to the hare population of the island of Hiiumaa, or whole Estonia. We can generalize them only to Saaremaa. If we want to generalize the results to whole Estonia, the hares must be caught across the country.

When performing ANOVA using statistical software, we have to specify which factor is fixed and which is random. The continuous independent variable (covariate) is always fixed; the random/fixed concept cannot be applied to continuous variables. When a factor is set as random, then all the interactions containing that factor are also random. If our model contains both random and fixed factors then we have a so-called mixed ANOVA (this term is frequently used).
When using one-way ANOVA, there is no point to specify whether the single factor is fixed or random because the results will remain the same. In other words, by declaring the independent variable to be random, we will obtain exactly the same result as using it as a fixed factor. There is usually no big difference also in the case of two-way mixed ANOVA in the case that there is no interaction between the random and the fixed factor. However, if there is an interaction between the two factors, the results may be strongly affected by our decision on whether to treat one of those factors as random or not. Let’s use “brood” as a random factor and “treatment” as a fixed factor in our example. In this two-way mixed model, we can see that the difference (i.e. the difference caused by using “brood” either as a fixed or as a random factor) is often greater for the statistics associated with the fixed factor (“treatment”), and not for the random factor itself. There is also a clear difference in the interpretation: whether the main effect of the treatment can be generalized to whole population or not. 

Let’s say we had 6 broods of hare (with many hares within each brood) and we wanted to study whether feeding them with carrots (in addition to cabbage) would affect their growth. Results were as follows: feeding with carrots increased the growth in four broods, whereas carrots had a negative effect within two broods (a clear treatment*brood interaction!). We can analyse the data using a two-way ANOVA in which two independent factors (treatment and brood) are both treated as fixed factors. If the effect of treatment will attain significance in such a model, we can conclude that the treatment has an effect on growth rate when we use exactly this combination of broods. In other words, we can conclude that if hares from those six broods are included in the study, the hares fed with carrots will on average grow better. 

Yet it is very likely that when we will alternatively consider population as a random factor, the effect of treatment will become non-significant. Indeed, as the score of positively-responding-broods vs negatively-responding-broods was 4:2, then considering that the number of broods (sample) was only 6, it is quite likely that the score in the whole population may actually be 3:3, or even 2:4, and we obtained a different score in our sample just because of the sampling error. Hence, by having such a big variation among broods (in terms of the treatment effect), we cannot generalize the treatment effect to the whole population because our sample of broods is too small. If different broods will be caught from forest in the following year (i.e. a new sample from the population), we cannot be sure that our carrot diet will be beneficial. That’s why our analysis with brood as a random effect did not return significant result.

A quantitative example to illustrate the situation follows. Let there be six broods, four of them are similarly affected by the treatment, two of them differently. In other words, there is a strong interaction between brood and treatment (brood*treatment). In the table below (brood means of the treatments are presented), you can see that the decision of whether to treat brood as a fixed or random factor has a major effect of the outcome. 

	Brood
	Treatment
	Difference

	
	a
	b
	

	1
	1
	2
	+1

	2
	1
	-4
	-5

	3
	3
	3.7
	+0,7

	4
	3
	4.3
	+1.3

	5
	4
	-0,3
	-4.3

	6
	4
	5
	+1


	Brood as a fixed factor:

Type 3 Tests of Fixed Effects

               Num     Den   

Effect         DF      DF    F Value    Pr > F

trea           1      24       6.10    0.0211

brood          5      24      23.70    <.0001

trea*brood     5      24      11.12    <.0001

	Brood as a random factor:

Type 3 Tests 

               Num     Den   

Effect         DF      DF    F Value    Pr > F

trea           1      24       0.55    0.4924

brood          5      24       2.13    0.213 

trea*brood     5      24      11.12    <.0001



Now have a look at the situation in which there is no strong interaction between brood and treatment:
	Brood
	Treatment
	Difference

	
	a
	b
	

	1
	1
	2
	+1

	2
	1
	2
	+1

	3
	3
	3.7
	+0.7

	4
	3
	4.3
	+1.3

	5
	4
	4
	0

	6
	4
	5
	+1


	Brood as a fixed factor:

Type 3 Tests of Fixed Effects

               Num     Den   

Effect         DF      DF    F Value    Pr > F

trea            1      24       7.76    0.0103

brood           5      24       12.31    <.0001

trea*brood      5      24       0.39    0.8486

	Brood as a random factor:

Type 3 Tests 

               Num     Den   

Effect         DF      DF    F Value    Pr > F

trea             1      24       19.74    0.0067

brood            5      24       31.32    0.0009

trea*brood       5      24       0.39     0.8486


We can see that the difference in results (when alternatively treating one of the factors either fixed or random) is generally large only when there is an interaction between the two factors. When the interaction is absent, then it would not affect the results so much whether to treat a factor as random or as fixed. 

Please note that by declaring a factor as random or fixed we do not make a choice between a correct and a wrong analysis – the results of the analyses relying on different options have just different interpretations. Also in general, there are not necessarily right and wrong ways how to analyse our data, different analyses will just answer different questions and what can be wrong is our interpretation of the results. Our job is to find the analysis which would answer the question which we would like to be answered. 

Another point is that when we want use an ANOVA with a random factor, the random factor should have a sufficient number of levels (at least 5, usually). The rationale of the analysis includes estimating the parameters of the distribution of the effects of the levels of the random factor in the population Such an estimation can only be based on the levels which are present in our sample. If there are only few levels in our sample (e.g. broods), this estimation will inevitably be inaccurate.

Repeated measures ANOVA 
… is applied in cases when measurements on one subject (usually, an individual) are repeated (usually, over time). For example, it is used when several treatments are implemented on one subject/individual or the subject has been measured several times over a longer period (e.g. before and after the treatment). This kind of situations should not be analysed in the so-called ordinary way, i.e. several measurements on one subject must not be treated as independent observations. This would lead to overestimation of the degrees of freedom (more specifically, the error degrees of freedom, see lecture 2; in the context of ANOVA the denominator degrees of freedom, ddf, see lecture 3). In this situation, we have more measurements than independent observations, i.e. the values of the dependent variable obtained from measuring one subject are not independent from each other due to the individuality of the subject. If the observations which in fact are not independent from each other are analysed as independent observations (replicates), we are dealing with pseudoreplication, and this should not be done.  Pseudoreplication is a bad thing. 

The problem with this lies in the fact that when we are overestimating the degrees of freedom, we can easily get too (unfairly) good results (i.e. a too low p-value). For example, let’s say that we feed just one individual with carrots and another one with cabbages with the intention to show that animals fed with carrots grow faster. We then measure both individuals 100 times and, by using a simple t-test (i.e. treating each observation as independent from others), we will get a significant difference. We might then wish to interpret the result as proving the positive effect of feeding with carrots. However, in reality of course we only have two independent observations, not 200, and having just two independent data points we cannot conclude anything about the effect of diet. The animal fed with carrots could have grown better due to other characteristics of the individual, not because of the diet we assigned to it. 

On the other hand, we can get too high p-values (unfairly “poor” results) by not taking account of individual differences among the subjects. For example, let’s study how specific treatments affects fur growth in dogs, the dogs are measured repeatedly. Here it would be very good to know fur parameters of each of the dogs before the application of the treatments. Individual dogs differ a lot in the parameters of the fur…  This situation is similar to using a covariate “to clarify the situation” (by including an additional independent variable to the model, we can explain some of the error variance, like we already learned in lecture 5). In this example we could incorporate the subject’s identity (e.g. dog Lucky, Molly etc.) as an additional factor in the model. However, even if this would account for individual differences, the degrees of freedom would still be overestimated (look the section before).

So, to tackle both above mentioned problems at once, we should use special statistical methods developed for repeated measurements. The simplest example of such a method is paired t-test. For more complicate cases, various types of repeated measurements ANOVA can be used.
Example 1. Paired t-test. Typically, a paired t-test is used when individuals have been measured twice, first before application of the treatment and then after it, resulting in pairs of observations. The idea behind the test is very simple: we will find out whether the mean of the differences between the two observations is different from zero. The differences are calculated and it is asked whether the average of the differences in our sample differs significantly from zero, using a special variety of t-test (which compares the sample mean to a constant value, instead of comparing two samples). When the mean difference is significantly different from zero, we can conclude that the treatment has an effect on the measured trait. For example, by using a paired t-test, we can compare the flight speed of sparrows before and after manipulating tail length of the birds.
Example 2. Analysing the situation where “time” has not been included into analysis. We may be interested how the thickness of a bear’s fur affects the weight of lice who live in it. We have ten bears in the analysis, but every bear has a different number of lice (N ranges between 5 and 100, 400 lice in total) we were able to catch, but just one measurement of fur thickness per bear. Using lice as individual observations (400 observations) would be a mistake, because we would fatally overestimate the degrees of freedom and would probably obtain an “unfairly good” result. In this case, repeated measurement ANOVA should be used (each bear is a subject and the one who has been repeatedly measured, in terms of lice weight!). Please note that the degrees of freedom of the F-value will be 1 and 8 here, whereas the regression analysis which uses each dot as a single observation would have ddf=399 – this makes a huge difference!

Yet why could not we calculate mean louse weight for each of the ten bears and use these mean values in a simple regression analysis? This would not be a big mistake, yet that kind of analysis would not consider the fact that bears carried different number of lice and we should give different weight to different bears in our analysis (repeated measurement ANOVA can take this into account!). Additionally, if we knew values of some variable for each individual louse (the age of the louse, for example), we would not be able to incorporate this information into a simple regression at the level of mean values of the bears, but we could incorporate such covariates in our repeated ANOVA model. 
An additional comment for those who are interested. The analysis of repeated measurements when time is not included can be “solved” using an ANOVA in which the repeatedly measured subject  – the bear in the previous example – is included as a random factor and the statistical software is instructed to derive the degrees of freedom from the number of individual bears, not that of the lice.
Example 3. Analysing a situation where “time” has been included in the analysis. In the experiment, birds are fed with different seeds (several treatments) and thereafter the index describing the abundance of parasites is analysed. The abundance of parasites is measured four times at equal intervals. An individual bird is the subject who has been repeatedly measured. This example differs from the previous one because the model will include ‘time’ as an independent variable, i.e. the measurements are lined up in time (and time is important in this example, it was not so important in the previous one). We want to study if the abundance of parasites depends on bird diet and how the effect of diet changes in time. The main attention is focussed on the time*treatment interaction in this example. If the interaction is significant we can conclude that diet influenced the parasite infestation dynamics in time, i.e. different feeds affect the dynamics of the abundance of parasites differently. This type of experimental design and analysis is often used in medicine to study the effect of different medications.
The following paragraph will not be asked at the exam, just for those interested. In the repeated measurement ANOVA, it is possible to make use of the covariation structure, i.e. from the knowledge about how the values measured at certain time intervals are correlated with each other (i.e. the autocorrelation in time, see the lecture about time series). For example, in the so-called autoregressive covariation structure we assume that when the correlation between neighbouring (in time!) observations is ρ (rho, a Greek letter), the correlation between the observations two time units apart is ρ2, and the following is ρ3 etc. Since the correlation is definitely below one, the greater the power index (reflecting the time separating the measurements), the weaker the correlations will be, which is intuitive. To calculate those correlations, a dataset should be formed using the observations measured at any time as one variable, and the observations measured a unit of time later as the other variable. We can then calculate the correlation between those two variables. Next, we will form a new dataset so that the values of two variables are separated by two time units and will calculate a new correlation for this situation. By using this approach, we will obtain correlation coefficients corresponding to one, two etc. time units. In this way we are able to explore how the correlation coefficient changes as a function of the distance between two observations in time. There are other correlation structures in use as well, and statistical software provides options to explore which one best fits the data. 

Well, all what was discussed above should  illustrate, and warn you, that the analysis of variance can be made very complex, i.e. in one single model we can combine 1) random and fixed factors, 2) all kinds of hierarchical structures (i.e. more than two levels), and 3) repeated measurements in various forms. If it gets too complicated, find some help, or even better, plan your study in such a way that you will be able to handle the analysis yourself. 

**************************************end of story*************************
