Using Statistics in Ecology

Lecture 9. Analyses with discrete variables
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Now we will focus on the variables the values of which result from counting, not measuring. With such variables, it is important to avoid applying methods that are meant for analysing continuous variables, which is a common mistake made by beginners. Let’s discuss the methods created for analysing discrete (categorical) variables.
Frequency table is formed when objects are assigned to categories. For example, a total of 345 caught animals can be categorized into females and males, resulting in a frequency table like this:

	females
	males

	214
	131


This frequency table is one-dimensional, i.e. the animals were categorized based on the values (‘male’ and ‘female’) of one variable (‘sex’). There are two classes in the presented table, but there can be more than that and it does not affect dimensionality.


A one-dimensional frequency table allows us to test whether the ratio of frequencies (e.g. the number of males : the number of females) differs from some ratio we want it to compare to, 1:1 ratio is the one that comes up first to our mind. In other words, we can test if we can conclude, based on the example above, that there is an unequal number of females and males in the population. The χ2 (chi-squared) test helps to answer such questions. This test calculates the chi-squared statistics, characterizing the extent to which extent the observed ratio deviates from the ratio to be compared with, and subsequently, finds the p-value according to the value of chi-squared, in the same way as was  explained for the t-test above. By default, a chi-squared test will compare the observed ratio to 1:1, and in the presented example the result will be χ2 = 19.9; p<0.001. Like we could have guessed looking at the numbers, it is indeed very unlikely to obtain a sample with such an excess of females by chance alone, most likely, therefore, the sex ratio differs from 1:1 ratio also in the whole population. The chi-squared test allows, however, to compare our observed ratio to any ratio we may wish to. In the given example, the difference from 0.6:0.4 ratio is not statistically significant (χ2 = 0.59; p = 0.44).


Things will get more interesting when our frequency table is two-dimensional, i.e. the caught animals will be classified based on several traits simultaneously. For example, the animals can be black and white in addition to being males and females, let’s have an example of a ‘real’ table as follows: 
	
	females
	males

	black
	59
	103

	white
	155
	28


On the basis of such table, it is possible to explore if colour is associated with sex – i.e. whether females, or maybe males, are more likely to be black, or white. Yet before testing that, we will explore it more deeply what does it mean if there is no association between the sex and colour. To find this out, we first need to calculate marginal distributions (by summing the number of observations both by columns and rows). Next, we need to substitute marginal distributions and the frequencies within each cell with respective percentages:

	
	females
	males
	

	black
	59
	103
	162 (0.470)

	white
	155
	28
	183 (0.530)

	
	214 (0.624)
	131 (0.376)
	


These relative frequencies tell us that  47.0% of the animals are black and 62.4% are females.

In a table in which there is no association between the variables, cell frequencies (sum of those equals 1=100%) are found by multiplying the row and column frequencies, like this: 

	
	females
	males
	

	black
	0.293 
	0.177
	0.470

	white
	0.331 
	0.199
	0.530

	
	0.624
	0.376
	


In other words, if colour and sex are not related, then there should be 0.47*0.624=0.293 (29.3%) of black-coloured females. If there is no relationship between colour and sex, black-coloured animals should be as frequent among the females as in the entire sample. 

And now the same table in absolute values (simply, those frequencies in fractions are multiplied by the sample size 345):

	
	females
	males
	

	black
	101
	61
	162

	white
	113
	70
	183

	
	214
	131
	


i.e., this is the same table with marginal distributions like the “real” table presented above, but this table provides evidence of the lack of an association.

This table contains expected frequencies, i.e. the frequencies which we could expect having the same (as in our real table) marginal distributions and no association between the traits. In other words, if there is no relationship, there should be on average 0.293*345=101 black-coloured females among our 345 animals. That kind of table is called homogeneous, meaning that there is no association between the variables (NB do not use term ‘correlation’ here as correlations can be between continuous variables).


Deviation from homogeneity can be quantified by a parameter called odds ratio, for our real table it would be:

(59/103)/(155/28)=0.57/5.54=0.103, i.e. the black-coloured animals have a much lower chance to be female than the white-coloured animals.

Please note that it does not matter in which way we will present the result (focussing on chance of a black animal to be a female or the chance of a female to be black), because: 

(a/b)/(c/d)=(a/c)/(b/d)=(a*d)/(b*c)

If there is no association, i.e. in case of homogeneity, the odds ratio will be equal to one: the distribution of sex will not depend on colour, and the distribution of colour will not depend on sex – it does not matter which way we say it. If we have just a 2x2 table, we can characterize homogeneity using only one number (odds ratio). There are more complex statistics for more complex tables.


Chi-squared test can be applied to study if the association between the variables is statistically significant. In case of a two-dimensional frequency table, chi-squared test (and its cognates) will test if the difference of the real table from the respective homogeneous table –  which was calculated based on marginal distributions as shown above – can be explained by chance or not. Hence, the observed frequency distribution will not be compared to a certain ratio, but to the expected frequency distribution, as explained above. Consequently, the chi-squared test will do (by default) different things for one- and two-dimensional tables. In case of a one-dimensional table, it is tested whether the ratio differs from 1:1, whereas in case of a two-dimensional table, it is tested whether the observed distribution differs from what is expected at given marginal distributions under the assumption of the lack of the association.


For the table that was presented above, the chi-squared test will find a statistically significant association between colour and sex (χ2 = 85.0; p<0.0001), as we could of course expect looking at the numbers 

Please note that the table with no association needs not have to consist of cells with equal numbers, 
	200
	100
	i.e., there is no relationship in a table like this, because the probability to be a black-coloured animal does not depend on sex and the probability to be a male does not depend on colour.

	50
	25
	


The assumption of the chi-squared test is that none of the cells should contain expected frequencies which are less than one, and the cells which have expected frequencies are less than five should constitute no more than 20% (i.e. a 2x2 table should not contain such cells at all). Take notice that we are talking about the expected frequencies, not the observed values. In other words, it is fine to analyse such a table:

	
	females
	males

	black
	100
	100

	white
	100
	1


because the expected frequency (see calculations above) in the down-right corner would be 34. The fact that the observed frequency was only 1 does not matter. 

In contrast, the table

	
	females
	males

	black
	100
	2

	white
	2
	1


does not meet the assumptions of the chi-squared test, because the expected frequency of white-coloured males is less than one.


If the assumptions of the test are not met, the analogous G-test can be used as it is less sensitive whereas Fisher test is not sensitive at all. Yet, there are very restrictive assumptions for using Fisher test – the marginal distributions (sums of all rows and columns) have to be controlled by the researcher, i.e. known before the cell frequencies are obtained. This can be the case, for example, when a certain amount of differently-coloured animals are released to an experimental arena for mating and the frequencies of mating couples are fixed:
	
	Female black
	Female white

	Male black
	24
	8

	Male white
	12
	16


In this case, the marginal distributions are already known before the experiment (how many males with certain colour and how many females with certain colour), assuming that all the animals that are released will find a partner. We can conclude from the table that the formation of couples depends on colour (p=0.0173 – in this case there is no statistic is to be reported – p can be calculated directly from the data based on respective formula).


Even if the data were exactly the same, Fisher test cannot be applied if the couples were randomly sampled from the vast number of couples happily spending their time in a forest: in such a case, we would know the marginal distributions after sampling, not before it, i.e. sampling error affects also the marginal distributions. Or more precisely – we can actually apply the test! This is because, although we will get incorrect values, we will get too conservative results: if the Fisher test finds an association, we can be sure that it is really there. Hence, we will not get any “unfairly good” results.


The Fisher test can be applied only for a 2x2 table, but its more complex generalisations can be applied for larger tables as well. Additionally, there are other tests, the Barnard’s test, for example, assumes that only one marginal distribution is fixed and not the other. There are methods available which allow us to analyse tables that contain less observations than needed to satisfy the assumptions of chi-squared test: you can find it out yourself if needed. 


Naturally, a frequency table can have more dimensions than just two. For example, if the occurrence incidence of parasitism is studied in two different years in both males and females, the resulting frequency table will become three-dimensional. That kind of table cannot be presented two-dimensionally on the paper any more as it is not flat, it is a rectangular block. We could in fact use a chi-squared test for analysing that kind of table but it would return only one number, telling us if the table is homogeneous or non-homogeneous  (is there any association or not) – and that’s it. Yet we would likely wish to have more. To obtain more information, other methods are needed, one of those is log-linear analysis. 

In what follows, there is an example of the results of a log-linear analysis, as provided by SAS software; a three-dimensional frequency table has been analysed:

Maximum Likelihood Analysis

                           Maximum likelihood computations converged.

                          Maximum Likelihood Analysis of Variance

                       Source               DF   Chi-Square    Pr > ChiSq

                       year                  1        11.81        0.0006

                       sex                   1        10.29        0.0013

                       year*sex              1         4.53        0.0334

                       para                  1       295.32        <.0001

                       year*para             1         2.64        0.1042

                       sex*para              1        45.55        <.0001

                       year*sex*para         1         0.21        0.6483
As it was said above, the three-dimensional frequency table is formed by the year (first and second), sex (male and female) and incidence of parasitism (an insect parasitised or not). In this case, the concept of interaction (discussed in the lectures of analysis of variance) will come up again, but here the interpretation is different. That is because in the frequency table there is no division into dependent and independent variables (like it was in ANOVA). Statistically significant interaction sex*para will be interpreted like this: “the division of animals to parasitized  and not parasitized is not independent of sex”; equivalent, but perhaps less interesting would be the interpretation “the division of animals between males and females in not independent of the incidence of parasitism”. Interaction between year*para*sex (if this would be significant) can be interpreted “the association between year and incidence of parasitism is not independent of sex”. Despite the fact that there are two more equivalent interpretations like it was mentioned before, only one of them is typically the most interesting and understandable one. We will find that some interactions are significant whereas some are not; hence, the distribution of some variables depends on the values of another variable, for some this is not the case. 


Actually, in most cases we do not need such symmetrical consideration of multiple variables. Typically, we are interested to know how one variable depends on another, i.e. we are interested how parasitism interacts with some variable, but year*sex (whether the sex ratio was the same across the years) might not interest us at all. In other words, by studying how parasitism depends on something, the associations between the other variables may not deserve attention. In the case of the log-linear analysis, there is no distinction between the dependent and independent variables (like it was the case in chi-squared analysis of a frequency table, the variables were symmetrical). However, this distinction will appear again in logistic regression that will be presented next.  

Logistic regression
is used when we are interested in how a binary variable depends  on a (typically) continuous variable or variables. A binary dependent variable is such a variable which can take on only two possible values, let them be indicated by zero and one: alive/dead, healthy/sick, bred/did not breed. The dependence of such binary variables on continuous variables is quite a common situation in ecology.


The situation will be solved by fitting the so-called logistic curve, which is similar to the elongated letter “S” (sigmoidal) and approaches asymptotically, at one side, the x-axis (i.e. the line y=0) and, from the other side, the line y=1. Like this:

[image: image1]
Naturally, that kind of line has an equation, and it is like this: 

 P = exp(bx+k)/(1+exp(bx+k)),

in which P represents the dependent variable which is interpreted as probability (the probability to be dead by next spring), P takes values between zero and one; 

exp… means “e raised to the power” and e is the constant ~2.71.

This equation can also be written as:
log(P/(1-P))=bx + k,

or
logit(P)=bx+k,


which is convenient because the left side of the equation now depends linearly on the independent variable. The interpretation of the parameters is not too straightforward and needs some illustration: the greater is the absolute value of b, the steeper is the ascendance of the curve:


[image: image2]
(dimensionality of b is 1/(unit of the x-axis)); k determines horizontal position of the curve (right – left), the value of x equal to  –k/b corresponds to the 50% probability on the vertical axis. Look at the figures!

It is possible to include several independent variables in the logistic regression similarly to the ordinary regression analysis, discrete independent variables can be also included, as well as random and nested effects etc.; all the logic is essentially the same as in ANOVA. Yet such options have been developed more recently for logistic regression, therefore, they may not be available in every statistical package. 
ANOVA and regression analysis can be combined under the umbrella term “general linear models” (“general” because the features of the analysis of variance and regression analysis are incorporated), the analogous approaches that are even more general – by allowing also other distributions than the normal distribution – are called “generaLIZED linear models”. Thereby, the logistic regression is a particular case of generalized linear models.


It is not very useful to present the graphs illustrating how a binary variable depends on a continuous variable (i.e. like the graphs above), especially when we have lots of data. Instead,  the values of independent variable can rather be categorized into classes at certain intervals so we can plot a bar chart (look at the blackboard!) – but only for illustration, and not for the analysis. If the variable is continuous, let us honestly have it this way also in our analysis!

Poisson distribution and the respective analysis


It happens quite often in ecology that an observation (a value of the dependent variable) is a number that is obtained by means of counting. For example, we could count ladybirds on plants representing different tomato strains and ask if one strain has more ladybirds than another. If there can only be zero, one or two ladybirds per plant, the situation can be described and analysed as a frequency table. However, when every plant has tens or hundreds of ladybirds, the dependent variable (number of ladybirds on plants) essentially approaches a continuous variable and could be analysed using the ordinary ANOVA (then, counting is not very different from measuring anymore, it is essentially the same whether we measure the density of ladybird population or fish length). However, the intermediate cases cannot be analysed properly by either of these methods. One of the solutions is to apply such a generalized linear model that assumes Poisson distribution of the dependent variable.


The Poisson distribution is formed for example in a situation when a handful of grains is  thrown on a checkerboard and the variable of interest is the number of grains per square. It is clear that the shape of the distribution will depend on how many grains on average can be found on a square (mean value μ – mu). If μ is low – below one or at least below ca. three, the distribution is strongly asymmetrical. It just cannot be otherwise: the value cannot be below zero, but the probability to find ten grains on a square is not zero (true, it is quite low) even if the average value is two. The greater the μ, the more symmetrical and more similar to the normal distribution our distribution will become and the smaller would be the problem with applying an ordinary ANOVA to the data.


[image: image3]
The Poisson distributions with three different parameter values (μ): 1 (blue), 2 (purple) and 3 (white) are presented on this graph. On the x-axis, there are numbers 0, 1, 2, 3, 4, 5, whereas on the y-axis the frequencies of these values are presented. 


The variables having a Poisson distribution can thus be analysed using generalized linear models. In that case, the dependent variable has a Poisson distribution with the mean the value of which depends on other variables (either discrete or continuous). For example, it is possible to study how the number of ladybirds on tomatoes depends on tomato variety, fertilization and temperature. The logic and interpretation is essentially the same as in the analogous situations with normal or a binary distribution assumed. 

However, it is important to know that the analysis assuming Poisson distribution is sensitive to the assumptions of the test not being met, i.e. the results will be biased if the real distribution is not Poisson after all. It is distinctive of Poisson distribution that the variance of distribution is equal to its mean, and this will really be the case when grains are thrown on the checkerboard. In living nature, however, this might not be so, i.e. the distribution of ladybirds on tomatoes most likely is not random. It is well likely that ladybirds are avoiding each other and are distributed more evenly that it would be the case following a random throw – variance is in that case smaller than the mean value, and we are faced with underdispersion. Please note that there is some ground for misinterpretation in here: if every plant has an equal amount of ladybirds, i.e. the bugs have dispersed as much as possible, but we are still talking about underdispersion and not overdispersion! The point actually is that the variance of the variable “ladybirds per plant” is zero – each plant has the same amount of ladybirds! Even more likely is perhaps the opposite situation: ladybirds will aggregate (e.g. on the plants inhabited by many aphids) resulting in a situation having both many zeroes and large values. If this is the case, the  variance is greater than the mean values (we have overdispersion). Luckily, it is possible to apply appropriate corrections which would help to minimize the problems originating from over- and underdispersion. 
**************************end of the story*********************************************
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